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Abstract

This chapter reviewswhat is known about the time-series evolution of the risk-return trade-off for stock

market investment and presents some new empirical evidence. We emphasize several aspects of U.S.

stock market data.

1. It is difficult to reconcile the historical behavior of the U.S. stock market without admitting some

degree of predictability in excess returns. We conclude that the conditional expected excess return

on the U.S. stock market is an important contributor to volatility in the Sharpe ratio.

2. The evidence for changing stock market risk is not confined to high-frequency data; stock market

volatility is forecastable over horizons ranging from one quarter to six years.

3. The empirical risk-return relation cannot be understood without distinguishing the conditional

from unconditional correlation between the expected excess stock return and its expected volatil-

ity. We find a positive conditional correlation that is strongly statistically significant, whereas the

unconditional correlation is weakly negative and statistically insignificant.
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4. The Sharpe ratio for the U.S. aggregate stock market is countercyclical and highly volatile, and its

dynamic behavior is not well captured by leading consumption-based asset pricing models that

can rationalize a time-varying price of risk. Thus, the data imply is a “Sharpe ratio variability puzzle”

that remains to be explained.
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1. INTRODUCTION
Financial markets are often hard to understand. Stock prices are highly volatile and
difficult to predict, requiring that market participants and researchers devote significant
resources to understanding the behavior of expected returns relative to the risk of stock
market investment. Does the expected return to stock market investment change over
time and, if so, at what horizons and with which economic indicators? Can predictable
movements in the excess return be explained by changes in stock market volatility?
How does the mean return per unit risk change over time? For academic researchers,
the progression of empirical evidence on these questions has presented a continuing
challenge to asset pricing theory and an important road map for future inquiry. For
investment professionals, finding practical answers to these questions is the fundamental
purpose of financial economics, as well as its principal reward.

Despite both the theoretical and practical importance of these questions, relatively
little is known about how the risk-return trade-off varies over the business cycle or
with key macroeconomic indicators. This chapter reviews the state of knowledge on
such variation for stock market investment and discusses some new empirical evidences
based on information contained in macroeconomic indicators.We define the risk-return
trade-off as the conditional expected excess return on a broad stock market index divided
by its conditional standard deviation, a quantity we refer to hereafter as the Sharpe ratio.
The focus of this chapter is not on the unconditional value of this ratio but rather on its
evolution through time.

Understanding the time-series properties of the Sharpe ratio is crucial to the devel-
opment of theoretical models capable of explaining observed patterns of stock market
predictability and volatility. For example, Hansen and Jagannathan (1991) showed that
the maximum value of the Sharpe ratio places restrictions on the volatility of the set of
discount factors that can be used to price returns. The same reasoning implies that the
pattern of time-series variation in the Sharpe ratio places restrictions on the dynamic
behavior of discount factors capable of pricing equity returns. In addition, the behavior
of the Sharpe ratio over time is fundamental for assessing whether stocks are safer in the
long run than they are in the short run, as increasingly advocated by popular guides to
investment strategy (e.g., Siegel, 1998). Only if the Sharpe ratio grows more quickly than
the square root of the horizon – so that the standard deviation of the return grows more
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slowly than its mean – stocks are safer investments in the long run than they are in the
short run. Such a dynamic pattern is not possible if stock returns are unpredictable, i.i.d.
random variables. Thus, understanding the time-series behavior of the Sharpe ratio not
only provides a benchmark for theoretical progress but also it has profound implications
for investment professionals concerned with strategic asset allocation.

In this chapter, we are concerned with the risk-return trade-off for a broad stock
market return, Rst , as measured by the asset’s conditional Sharpe ratio, denoted SRt and
defined

SRt ≡ Et(Rst+1)− Rft

EtVt+1
, (1.1)

where Et(Rst+1) is the mean net return from period t to period t + 1, conditional on
information available at time t; Rft is a short-term interest rate paying a return from t to
t + 1, known as of time t. EtVt+1 is a measure of the standard deviation of the excess
return, conditional on information available at time t. The Sharpe ratio is an intuitively
appealing characterization of the price of stock market risk: it measures how much return
an investor can get per unit of volatility in the asset.

The two components of the risk-return relation are the conditional mean excess stock
return, in the numerator of the Sharpe ratio, and the conditional standard deviation of
the excess return, in the denominator. We focus here on empirically measuring and
statistically modeling each of these components separately, a process that can be unified
to reveal an estimate of the conditional Sharpe ratio or price of stock market risk. We
argue below that the preponderance of evidence implies that excess returns on broad
stock market indexes are predictable over long horizons, implying that the reward for
bearing risk varies over time.

One possible explanation for time variation in the equity risk premium is time vari-
ation in stock market volatility. In classic asset pricing models such as the capital asset
pricing model (CAPM) of Sharpe (1964) and Lintner (1965), the equity risk premium
varies proportionally with stock market volatility. These models require that periods of
high excess stock returns coincide with periods of high stock market volatility, implying
a constant price of risk. It follows that variation in the equity risk premium must be
perfectly positively correlated with variation in stock market volatility.

An important empirical question is whether a positive correlation between the mean
and volatility of returns exists, implying a Sharpe ratio that is less variable than the
mean or even constant. The body of empirical evidence on the risk-return relation is
mixed and inconclusive. Some evidence supports the theoretical prediction of a positive
risk-return trade-off, but other evidence suggests a strong negative relation. Yet a third
strand of the literature finds that the relation is unstable and varies substantially through
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time. Bollerslev et al. (1988), Harvey (1989), Harrison and Zhang (1999), Ghysels et al.
(2005), and Ludvigson and Ng (2007) find a positive relation, while Campbell (1987),
Breen et al. (1989), Pagan and Hong (1991), Glosten et al. (1993),Whitelaw (1994), and
Brandt and Kang (2004) find a negative relation. French et al. (1987) and Campbell and
Hentschel (1992) find a negative relation between ex-post returns and the unpredictable
component of volatility, a phenomenon often referred to as the “volatility feedback
effect.” This could be indirect evidence of a positive relation between volatility and
ex-ante (expected) returns if ex-post and ex-ante returns are negatively related, or it
could indicate a negative correlation between shocks to stock prices and shocks to
volatility because negative shocks to stock prices raise financial or operating leverage
(e.g., Black, 1976).

We argue that the disagreement in the empirical literature on the risk-return relation
is likely to be attributable, in large part, to the relatively small amount of conditioning
information that is typically used to model the conditional mean and conditional volatility
of excess stock market returns. To the extent that financial market participants have
information not reflected in the chosen conditioning variables, measures of conditional
mean and conditional volatility – and ultimately the risk-return relation itself – will
be misspecified and possibly misleading. Moreover, the estimated risk-return relation is
likely to be highly dependent on the particular conditioning variables analyzed in any
given empirical study.

Following the application in Ludvigson and Ng (2007), we discuss one potential
remedy to this problem based on the methodology of dynamic factor analysis for large
data sets, whereby a large amount of economic information can be summarized by a
few estimated factors. The estimated factors can be used to augment empirical spec-
ifications for estimating conditional mean and conditional volatility. This procedure
eliminates the arbitrary reliance on a small number of exogenous predictors to model
conditional moments and allows the researcher to condition on far richer information
sets than what is possible using conventional econometric procedures. In practice, esti-
mated common factors appear to contain important information about the conditional
moments of stock market returns that is not already contained in commonly used pre-
dictor variables. For example, factor-augmented specifications for the conditional mean
return are found to predict an unusual 16–20% of the one-quarter ahead variation in
excess stock market returns,with much of this predictability attributable to the estimated
factors.

In addition to reviewing existing evidence, this chapter presents some updated evi-
dence on the risk-return relationship, building off insights from earlier studies. As a
summary assessment of this evidence, we emphasize four aspects of U.S. stock market
behavior.

First, despite complexities with statistical inference in return predictability regres-
sions, it is difficult to reconcile the historical behavior of the U.S. stock market without
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admitting some degree of predictability in excess returns. Even after accounting for
various potential statistical biases, there is evidence of stock return predictability both
in-sample and out-of-sample, albeit accompanied by some evidence of instability in the
predictive relations.We conclude that the conditional expected excess return on the U.S.
stock market varies over long horizons and is an important contributor to volatility in
the Sharpe ratio.

Second, the evidence for changing stock market risk is not confined to high fre-
quency data; instead, stock market volatility is forecastable over horizons ranging from
one quarter to six years. In addition, we find that a proxy for the log consumption-
aggregate wealth ratio, cayt , a variable shown elsewhere to predict excess returns and
constructed using information on aggregate consumption and aggregate labor income
(Lettau and Ludvigson, 2001a), is also a strong predictor of stock market volatility.These
findings differ from some existing evidence because they reveal the presence of at least
one observable conditioning variable that strongly forecasts both the mean and volatility
of returns.

Third, the empirical risk-return relation is characterized by important lead-lag inter-
actions. In particular, evidence suggests that distinguishing between the conditional
correlation (conditional on lagged mean and lagged volatility) and unconditional cor-
relation between the expected excess stock return and its expected volatility is crucial
for understanding the empirical risk-return relation.We find a positive conditional cor-
relation that is strongly statistically significant, whereas the unconditional correlation is
weakly negative and statistically insignificant.

Fourth, the Sharpe ratio for the U.S. aggregate stock market is countercyclical and
highly volatile. Thus, predictability of excess stock returns cannot be fully explained by
changes in stock market volatility.This evidence weighs against many time-honored asset
pricing models that specify a constant price of risk (e.g., the static CAPM of Sharpe,1964
and Lintner, 1965) and toward more recent paradigms capable of rationalizing a time-
varying price of risk.Yet despite evidence that the Sharpe ratio varies countercyclically,
we find that its dynamic behavior for the U.S. stock market is not well captured by leading
consumption-based asset pricing models capable of rationalizing a countercyclical price
of risk. As an illustration, we compare our empirically estimated Sharpe ratio over time
with that implied by the habit-based asset pricing model of Campbell and Cochrane
(1999), in which the price of risk varies with time-varying risk aversion. Under the
benchmark calibration of this model, the magnitude of volatility in the Sharpe ratio is
almost one-fifth the size of that for the U.S. stock market.

Even if stock market volatility were constant, predictable variation in excess stock
returns might be explained by time variation in consumption volatility. In a wide range of
equilibrium asset pricing models, more risky consumption streams require asset markets
that, in equilibrium, deliver a higher mean return per unit risk. Thus, we consider two
models with time-varying consumption risk: a standard power utility model, as well as
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the the generalization of this model based on recursive utility and stochastic consumption
volatility considered in Bansal andYaron (2004). Some variation in aggregate consump-
tion volatility is evident in the data, as we document here. However, this variation is
small and its dynamic behavior is such that models with time-varying consumption risk
have Sharpe ratios that are negatively correlated with the Sharpe ratio for the U.S. stock
market.This evidence suggests that changes in consumption risk are insufficiently impor-
tant empirically to explain the dynamic behavior of the Sharpe ratio observed in U.S.
aggregate stock market data. Thus, the data imply is a “Sharpe ratio variability puzzle”
that remains to be explained.

The rest of this chapter is organized as follows. Section 2 discusses empirical evidence
on time variation in the conditional mean excess return for the U.S. stock market. In this
section, we evaluate the statistical evidence for stock return predictability and review the
range of indicators with which such predictability has been associated. Section 3 discusses
empirical evidence on time variation in conditional volatility of the U.S. stock market
and its dynamic relation with estimates of the conditional mean. Section 4 ties together
the evidence on the conditional mean of excess returns with that on the conditional
variance to derive implications for the time-series behavior of the conditional Sharpe
ratio. Section 5 provides a summary and concluding remarks.

2. THE CONDITIONALMEANOF STOCK RETURNS
If excess stock market returns are predictable, the conditional mean of excess returns
moves over time. The early empirical literature on predictability generally concluded
that stock returns were unforecastable, but research in the last 20 years has found evi-
dence of predictability in stock returns. In addition, an active area of recent theoretical
research has shown that such predictability is not necessarily inconsistent with market
efficiency: forecastability of equity returns can be generated by time variation in the rate
at which rational, utility maximizing investors discount expected future income from
risky assets. Prominent theoretical examples in this tradition include models with time-
varying risk aversion (e.g.,Campbell and Cochrane,1999) and models with idiosyncratic
labor income risk (e.g., Constantinides and Duffie, 1996).

2.1. Origins of Predictability Evidence

The evidence for predictability of stock returns and time-varying risk premia has its ori-
gins in two empirical literatures: the literature on permanent and transitory components
of stock prices, and the literature on stock market volatility.

In the literature on permanent and transitory components of stock prices, Fama and
French (1988b) examined autocorrelations of stock returns for several holding periods.
In a univariate setting,negative autocorrelations in stock prices signify mean reversion in
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stock returns,implying that stock returns have a transitory component and are predictable.
Fama and French (1988b) found large negative autocorrelations in stock market prices for
return horizons beyond a year, consistent with the hypothesis that mean-reverting price
components are important in the variation of returns. They report that such predictable
variation accounts for about 40% of three- to five-year return variance for small-firm
portfolios, and about 25% for portfolios of large firms.

In the literature on stock market volatility,LeRoy and Porter (1981) and Shiller (1981)
argued that stock returns were too volatile to be accounted for by variation in expected
future dividend growth, discounted at a constant rate. Such an empirical finding, often
referred to as “excess volatility,” is indirect evidence of stock return forecastability. This
point may be understood by examining an approximate present-value relation for stock
market returns.

Let dt and pt be the log dividend and log price, respectively, of the stock market
portfolio, and let the log return be denoted rs,t ≡ log(1+ Rs,t), where Rs,t is the simple
net return on stock market investment. Similarly, denote the log return on a one-period
riskless bond rt,t ≡ log(1+ Rf ,t), where Rf ,t is the simple net return on a risk-free
investment whose return is know with certainty at time t − 1. Let the sample size be
denoted T and let variables xt with “bars” over them denote sample means.Throughout
this chapter we use lowercase letters to denote log variables, e.g., log Dt ≡ dt .

Campbell and Shiller (1989) show that an approximate expression for the log dividend-
price ratio may be written as

pt − dt ≈ κ + Et

∞∑
j=1

ρ j
s�dt+j − Et

∞∑
j=1

ρ j
s rs,t+j , (2.1)

where Et is the expectation operator conditional on information at time t, ρs ≡
1/(1+ exp(dt − pt)), and κ is a constant that plays no role in our analysis. This equa-
tion is often referred to as the “dynamic dividend growth model” and is derived by
taking a first-order Taylor approximation of the equation defining the log stock return,
rst = log(Pt +Dt)− log(Pt), applying a transversality condition (that rules out rational
bubbles), and taking expectations.

Equation (2.1) states that,when the price-dividend ratio is high,agents must be expect-
ing either low returns on assets in the future or high-dividend growth rates. Thus, stock
prices are high relative to dividends when dividends are expected to grow rapidly or
when they are discounted at a lower rate. If discount rates are constant, the last term on
the right-hand side of (2.1) is absorbed in κ, and variation in the price-dividend ratio can
only be generated by variation in expected future dividend growth. Note that this result
does not require one to accurately measure expectations since (2.1) is derived from an
identity and therefore holds ex-post as well as ex-ante. Multiplying both sides of (2.1) by
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(pt − dt)− E(pt − dt) and taking unconditional expectations, a formula for the variance
of the log price-dividend ratio is obtained:

Var
(
pt − dt

) = Cov

⎛⎝(pt − dt),
∞∑
j=0

ρ j�dt+1+j

⎞⎠
− Cov

⎛⎝(pt − dt),
∞∑
j=0

ρ j rs,t+1+j

⎞⎠.

(2.2)

The variance of the price-dividend ratio can be decomposed into two covariance terms:
one for the covariance of pt − dt with future dividend growth and one for the covariance
of pt − dt with future returns. An implicit assumption in (2.2) is that expectations are
rational.

Campbell (1991) and Cochrane (1991a) use (2.2) to quantify the relative importance
of dividend and return predictability in the variability of the price-dividend ratio. For
example, Cochrane (1991a) truncates the infinite sums above at 15 years to compute the
covariances on the right-hand side. Cochrane (2005) updates these computations using
annual data for the value-weighted NYSE stocks and finds

100× Cov
(
pt − dt ,

∑15
j=0 ρ

j�dt+1+j

)
Var

(
pt − dt

) = −34

−100× Cov
(
pt − dt ,

∑15
j=0 ρ

j rs,t+1+j

)
Var

(
pt − dt

) = 138

Notice that nothing in the computation of these numbers constrains them to sum to
unity, to be less than 100, or to be positive. As it turns out, the data imply that numbers
above approximately sum to 100 and that a high price-dividend ratio forecasts lower
dividend growth. Thus, the first term is negative and return forecastability, therefore,
accounts for more than 100% of the variability in the price-dividend ratio. Results of
this form lead Campbell (1991) and Cochrane (1991a) to conclude that nearly all the
variation in pt − dt is attributable to changing forecasts of excess returns rather than to
variation in expected future dividend growth.

Equation (2.1) also demonstrates an important statistical property that is useful for
understanding the possibility of predictability in asset returns. Under the maintained
hypothesis that dividend growth and returns follow covariance stationary processes,
Eq. (2.1) says that the price-dividend ratio on the left-hand side must also be covari-
ance stationary, implying that dividends and prices are cointegrated. Thus, prices and
dividends cannot wonder arbitrarily far from one another so that deviations of pt − dt
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from its unconditional mean must eventually be eliminated by a subsequent movement
in dividend growth, a subsequent movement in returns, or some combination of the
two.The hypothesis of cointegration implies that, if the price-dividend ratio varies at all,
it must forecast either future returns to equity or future dividend growth, or both. We
discuss this property of cointegrated variables further below.

Note that the equity return rs,t+1 in (2.2) can trivially be expressed as the sum of
the excess return over a risk-free rate plus the risk-free rate rs,t+1 =

(
rs,t+1 − rf ,t+1

)+
rf ,t+1. In principle, variation in the price-dividend ratio could be entirely attributable to
variability in the expected risk-free rate, even if expected dividend growth rates and risk
premia are constant. Such a scenario does not appear to be consistent with empirical
evidence. Campbell et al. (1997),Chapter 8, show that variation in expected real interest
rates is too small to account for the volatility of price-dividend ratios on aggregate stock
market indexes. Instead, variation in price-dividend ratios is dominated by forecastable
movements in the excess stock market return,

(
rs,t+1 − rf ,t+1

)
, that is by variation in the

reward for bearing risk.

2.2. Linking the Macroeconomy to Conditional Mean Excess Returns

There is evidence that expected excess returns on common stocks vary countercyclically,
implying that risk premia are higher in recessions than they are in expansions. Fama
and French (1989) and Ferson and Harvey (1991) plot fitted values of the expected
risk premium on the aggregate stock market and find that it increases during economic
contractions and peaks near business cycle troughs. Harrison and Zhang (1999) form
nonparametric estimates of the conditional mean excess return and correlate these esti-
mates with proxies for the business cycle, in each case finding that the expected return is
countercyclical. More recently,Campbell and Diebold (2009) use the Livingston business
conditions survey data to directly explore the linkages between expected business condi-
tions and expected excess stock returns. They find that expected business conditions, as
measured by this survey, are predictors of excess stock market returns. In addition, their
findings reinforce the conclusion that risk premia are countercyclical:depressed expected
business conditions are associated with high-expected excess returns.

If such cyclical variation in the market risk premium is present,we would expect to find
evidence of it from forecasting regressions of excess returns on macroeconomic variables
over business cycle horizons.Yet the most widely investigated predictive variables have not
been macroeconomic variables but instead financial indicators such as equity-valuation
ratios that have forecasting power concentrated over horizons longer than the typical
business cycle. Over horizons spanning the length of a typical business cycle,stock returns
are commonly found to be only weakly forecastable by these variables. Exceptions are
the term spread and short-term interest rates, both of which have been found to have
predictive power for stock returns at business cycle frequencies. But even this evidence
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is based on purely financial indicators and begs the question of why predictable variation
in excess returns cannot be linked to macroeconomic fundamentals.

One approach to investigating the linkages between the macroeconomy and financial
markets is considered in Lettau and Ludvigson (2001a),who study the forecasting power
for stock returns not of financial valuation ratios such as the dividend-price ratio, but of
a proxy for the log consumption-aggregate wealth ratio, denoted cayt . This variable is
an estimated cointegrating residual for log consumption, ct , log asset wealth, at , and log
labor income, yt , and has been found to have strong forecasting power for excess stock
market returns. We describe the motivation behind this variable next.

2.2.1. Consumption, Aggregate Wealth, and Expected Stock Market Returns

Consider a representative agent economy in which all wealth, including human capital,
is tradable. Let Wt be beginning of period t aggregate wealth (defined as the sum of
human capital, Ht , and nonhuman, or asset wealth, At) and let Rw,t+1 be the net return
on aggregate wealth. For expositional convenience, we consider a simple accumulation
equation for aggregate wealth, written

Wt+1 = (1+ Rw,t+1)(Wt − Ct), (2.3)

where Ct is per capita aggregate consumption. Labor income Yt does not appear explicitly
in this equation because of the assumption that the market value of tradable human capital
is included in aggregate wealth.1

Defining r ≡ log(1+ R), Campbell and Mankiw (1989) derive an expression for the
log consumption-aggregate wealth ratio by taking a first-orderTaylor expansion of (2.3),
solving the resulting difference equation for log wealth forward, imposing a transversality
condition, and taking expectations. The resulting expression is

ct − wt = Et

∞∑
i=1

ρi
w(rw,t+i −�ct+i), (2.4)

where ρw ≡ 1− exp(ct − wt).The consumption-wealth ratio embodies rational forecasts
of returns and consumption growth. The Eq. (2.4) generally contains a constant, which
has been suppressed since it plays no role in the analysis below. We omit unimportant
linearization constants in the equations throughout the chapter. Under the maintained
assumption that returns to aggregate wealth and consumption growth are covariance
stationary random variables, (2.4) implies that log consumption and log aggregate wealth
are cointegrated.

1None of the derivations below are dependent on this assumption. In particular, Eq. (2.12), below, can be derived from the analogous

budget constraint in which human capital is nontradable: At+1 = (1+ Ra,t+1)(At + Yt − Ct ), where Ht = Et
∑∞

j=0
∏ j

i=0(1+
Ra,t+i)

−iYt+j .
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Equation (2.4) states that the log consumption-wealth ratio will be high when returns
are expected to be higher in the future or when consumption is expected to grow less
quickly. Although this expression is intuitively appealing, it is of little use in empirical
work because aggregate wealth wt includes human capital,which is not observable. Lettau
and Ludvigson (2001a) address this problem by reformulating the bivariate cointegrating
relation between ct and wt as a trivariate cointegrating relation involving three observable
variables, namely ct , at , and labor income yt .

To understand this reformulation, denote the net return to nonhuman capital Ra,t
and the net return to human capital Rh,t , and assume that human capital takes the
form,Ht = Et

∑∞
j=0

∏ j
i=0(1+ Rh,t+i)

−iYt+j . Following Campbell and Shiller (1989), a
log-linear approximation of Ht yields

ht ≈ κ + yt + vt , (2.5)

where κ is a constant, vt is a mean zero, stationary random variable given by

vt = Et

∞∑
j=1

ρ
j
h(�yt+j − rh,t+j)

and ρh ≡ 1/(1+ exp(y− h). Under these assumptions, labor income yt defines the trend
in human wealth, ht .

Assume that ρh = ρw (the equations below can easily be extended to relax this assump-
tion with the cost of considerably more cumbersome notation). Following Campbell
(1996), we assume that the return on aggregate wealth is a portfolio weighted average of
the return on asset wealth and the return on human capital, and has log approximation
given by

rw,t ≈ (1− ν)ra,t + νry,t , (2.6)

where (1− ν) is the mean asset wealth share A/W . Similarly, the log of aggregate wealth
is approximated as a function of its component elements,

wt ≈ (1− ν)at + νht . (2.7)

This requires an assumption that the wealth shares are stationary and have well-defined
means given by (1− ν) and ν. Lettau and Ludvigson (2001a) plug (2.5)–(2.7) into (2.4)
to obtain an approximate expression linking log consumption, log asset wealth, and log
labor income to expected future returns to asset wealth, consumption growth, and labor
income:

ct − (1− ν) at − νyt ≈ Et

∞∑
i=1

ρi
w
(
(1− ν)ra,t+i −�ct+i + ν�yt+1+i

)
. (2.8)
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Several points about Eq. (2.8) deserve emphasis. First, if log labor income follows a
random walk and the expected return to human capital is constant, ct − (1− ν) at − νyt
is proportional to the log consumption-wealth ratio, ct − wt . To see this, note that, in
this case, terms in (2.8) involving expected future income growth drop out and (2.8)
becomes

ct − (1− ν) at − νyt ≈ Et

∞∑
i=1

ρi
w
(
(1− ν)ra,t+i −�ct+i

)
. (2.9)

A constant expected return for human capital implies Etrw,t+1 ≈ (1− ν)Etra,t+1 so that
the log consumption-wealth ratio (2.4) becomes

ct − wt = Et

∞∑
i=1

ρi
w((1− ν) ra,t+i −�ct+i). (2.10)

Thus, under these assumptions, (2.9) and the log consumption-wealth ratio are propor-
tional to one another. We therefore refer loosely to ct − (1− ν) at − νyt as a proxy for
the log consumption-wealth ratio.

Second, under the maintained hypothesis that rw,t , �ct , and �yt are stationary, the
budget constraint identity implies that log consumption, ct , log labor income, yt , and log
nonhuman (asset) wealth, at , share a common long-run trend (they are cointegrated) and
ct − (1− ν) at − νyt is a cointegrating residual.

Third, the expression (2.8) implies that the cointegrating coefficients (1− ν) and ν

should sum to unity. In practice, we find that estimates of these coefficients sum to
a number around 0.9. To understand why the estimated coefficients could sum to a
number less than one, observe that the theoretical consumption measure, ct , in (2.8)
refers to total consumption. In empirical practice, nondurables and services expenditures
are used to proxy for ct (Blinder and Deaton, 1985). Total consumption is unobservable
since it includes the service flow from the stock of all consumer durables, a quantity that is
not measured even though durables expenditures are measured. Denote nondurables and
services expenditures as cNDS

t . Measured nondurables and services expenditures are one
piece of unobservable total consumption, ct .

Now suppose that the ratio of total consumption to nondurables and services expen-
ditures has a very pronounced low-frequency component that – over our sample –
appears as a secular decline in the share of nondurables and services consumption in
total consumption (or a secular increase in the ratio of total consumption to non-
durable and services consumption). Such a secular change can be captured empirically
by assuming that the log of unobservable real total consumption is a multiple, λ > 1,
of the log nondurables and services expenditures, cNDS

t , possibly plus a stationary, mean
zero-independent component, ut :

ct = λcNDS
t + ut . (2.11)
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In this case, the average growth in the ratio of total consumption Ct to nondurables and
services consumption CNDS

t is given by

ET

[
� log

(
Ct

CNDS
t

)]
= (λ− 1)ET

[
� log

(
CNDS

t
)]

,

where ET denotes the sample mean. A secular increase in the ratio of total consump-
tion to nondurable and services consumption over the sample means that the average
growth rate on the left-hand side is positive, which will be true as long as λ > 1
and E

[
� log

(
CNDS

t
)]
> 0. Plugging (2.11) into (2.8), we now obtain an approximate

expression linking the log of nondurables and services expenditures, log asset wealth, and
log labor income to expected future returns to asset wealth, consumption growth, and
labor income:

cayt ≡ cNDS
t − αaat − αyyt ≈ Et

∞∑
i=1

ρi
w
(
(1− ν)ra,t+i −�ct+i + ν�yt+1+i

)− ut , (2.12)

where αa = −(1/λ)(1− ν) and αy = −(1/λ)ν. Again,under the maintained hypothesis
that rwt ,�ct , and �yt are stationary, (2.12) implies that the log of nondurables and services
consumption, cNDS

t , the log labor income, yt , and the log nonhuman (asset) wealth, at ,
are cointegrated) and cNDS

t − αaat − αyyt is a cointegrating residual, denoted cayt for
short. Notice that the estimated cointegrating vector for cNDS

t , at , and yt is given by
[1,−(1/λ)(1− ν),−(1/λ)ν], with

(1/λ)(1− ν)+ (1/λ)ν = 1/λ < 1,

as long as λ > 1.Thus, the cointegrating parameters in (2.12) sum to a number less than
one, and αa + αy identifies 1/λ.

Given the unobservability of total consumption, ct , it is impossible to know whether
the ratio nondurables and services consumption to total consumption has declined over
our sample. There is, however, a pronounced secular decline in the share of expenditures
on nondurables and services over the postwar period, which is suggestive (see Yogo,
2006). Many models assume that expenditures on durable goods are proportional to
the service flow from those goods, in which case we would expect a secular decline in
the ratio of nondurables and services consumption to total consumption based on the
observed behavior of the expenditure shares. Whether these ratios are actually nonsta-
tionary is another matter. Many bivariate ratios of macroeconomic time series, including
the“great ratios”presumed to be stationary in virtually all general equilibrium macroeco-
nomic models, display a pronounced low-frequency component in the samples currently
available so that a unit root cannot be rejected in formal tests of stationarity. This could
mean that these ratios are in fact nonstationary, at odds with balanced growth, or more
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likely that the ratios are stationary and we need many more decades of data to statistically
reject the hypothesis that they contain a stochastic trend.

Note that stock returns, rs,t , are but one component of the return to asset wealth,
ra,t . Stock returns, in turn, are the sum of excess stock returns and the real interest rate.
Therefore, Eq. (2.12) says that cayt embodies rational forecasts of either excess stock
returns, interest rates, consumption growth, labor income growth, or some combination
of all four. Below we discuss evidence on the forecastability of excess stock market returns
using cayt as a predictor variable.

The cointegrating residual cayt contains cointegrating parameters αa and αy that must
be estimated,a task that is straightforward using procedures developed by Johansen (1988)
or Stock and Watson (1993).2 Lettau and Ludvigson (2001a) describe these procedures
in more detail and apply them to data on aggregate consumption, labor income, and asset
wealth to obtain an estimate of cayt . We denote the estimate of cayt as ĉayt .

Lettau and Ludvigson (2001a) find evidence of a single cointegrating vector among ct ,
at and yt . Note,however,that the budget-constraint model discussed above has two wealth
components, at and ht . If these wealth components were themselves cointegrated, and if
labor income yt defines the trend in human wealth, as argued above, we would expect
to find evidence of a second linearly independent cointegrating relationship between at

and yt . It is difficult to find evidence of a second cointegrating relation,however,because
there is a pronounced low-frequency component in the log ratio of asset wealth to labor
income.This should not be interpreted as evidence that at and yt are not cointegrated –
finding no evidence in favor of cointegration is not the same as finding evidence against
cointegration. An equally valid interpretation of the data is that the log ratio of asset
wealth to labor income, while stationary, is sufficiently persistent that it is not possible to
reject a unit root null in our sample.

Regardless of whether there are one or two linearly independent cointegrating rela-
tions among the variables ct , at , and yt , Eq. (2.12) is a valid description of a trivariate
cointegrating relation among ct , at , and yt .The number of cointegrating relations matters
only for how the cointegrating vector(s) is (are) estimated and only for the interpretation
of the cointegrating coefficients. If there is a single cointegrating relation, the cointe-
grating coefficients can be consistently estimated from a single-equation dynamic least
squares regression. If there are two cointegrating relations, they must be estimated jointly

2Notice that theory implies an additional restriction, namely that the consumption-wealth ratio should be covariance stationary (not
merely trend stationary) so that it contains no deterministic trends in a long-run equilibrium or steady state. If this restriction was not
satisfied, the theory would imply that either per capita consumption or per capita wealth must eventually become a negligible fraction
of the other. The requirement that the consumption-wealth ratio be covariance stationary corresponds to the concept of deterministic
cointegration emphasized by Ogaki and Park (1997). When theory suggests the presence of deterministic cointegration, it is important
to impose the restrictions implied by deterministic cointegration and exclude a time trend in the static or dynamic ordinary least squares
(OLS) regression used to estimate the cointegrating vector. Simulation evidence (available from the authors upon request) shows that, in
finite samples, the distribution of the coefficient on the time trend in such a regression is highly nonstandard and its inclusion in the static
or dynamic regression is likely to bias estimates of the cointegrating coefficient away from their true values under the null of deterministic
cointegration.
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from a system of equations. If there are two cointegrating relations and the researcher
erroneously uses a single equation to estimate the cointegrating parameters, the resulting
parameter estimates will typically be a linear combination of the cointegrating coeffi-
cients in the two relations, but the budget constraint analysis above still implies that the
trivariate relation so estimated should be related to expectations of future asset returns,
consumption growth, or labor income growth, or to some combination of all three.

Since the data provide no evidence of a second bivariate cointegrating relation among
ct , at , and yt ,we follow the advice of Campbell and Perron (1991) and empirically model
only the single, trivariate cointegrating relation for which we find direct statistical evi-
dence in our sample.This means that we use a single-equation methodology to estimate
the cointegrating coefficients in cayt . Suppose that a series is stationary, but is sufficiently
persistent that one cannot reject the hypothesis of nonstationarity in a finite sample. Sim-
ulation evidence in Campbell and Perron suggests that treating the data in accordance
with the stationarity properties inferred from unit root/cointegration tests can result in
better finite-sample approximations of test statistics than treating the data according to
its stationary asymptotic distribution that is true in population. Thus, a near-integrated
stationary data-generating process may be better modeled in a finite sample as a unit
root variable, even though the asymptotically correct distribution is the standard one
appropriate for stationary variables. Accordingly, we treat the bivariate relation between
at and yt as a unit root variable, even though it could be stationary in population.

In the more recent data available at the time of this writing, we find evidence of a
single cointegrating relation between ct , at , and yt . Here, we update our estimate of cayt .
The log of asset wealth, at , is a measure of real, per capita household net worth, which
includes all financial wealth, housing wealth, and consumer durables.The variable yt is a
measure of the log of after-tax labor income. Observe that durable goods expenditures
are included in nonhuman wealth, At , a component of aggregate wealth, Wt , and so
should not be included in consumption or treated purely as an expenditure.3 The budget
constraint applies to the flow of consumption, Ct ; durables expenditures are excluded
in this definition because they represent replacements and additions to a capital stock
(investment) rather than a service flow from the existing stock. All variables are measured
in real, per capita terms. Appendix contains a detailed description of the data used in
to obtain these values. Using a sample spanning the fourth quarter of 1952 to the first
quarter of 2001, we estimate ĉayt = cNDS

t − 0.61− 0.30at − 0.60yt using dynamic least
squares, as described in Lettau and Ludvigson (2001a).

The principal of cointegration is as important for understanding (2.12) as it is for
understanding (2.1). In direct analogy to (2.1), (2.12) implies that if cayt varies at all, it

3Treating durables purchases purely as an expenditure (by, e.g., removing them from At and including them in Ct ) is also improper because
it ignores the evolution of the asset over time, which must be accounted for by multiplying the stock by a gross return. In the case of
many durable goods, this gross return would be less than one and consist primarily of depreciation.
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must forecast future returns, future consumption growth, future labor income growth,or
some combination of these.Thus, cayt is a possible forecasting variable for stock returns,
consumption growth, and labor income growth for the same reasons the price-dividend
ratio is a possible forecasting variable for stock returns and dividend growth. In the next
section, we review empirical evidence on how well these variables and other popular
predictors actually forecast U.S. stock returns.

2.3. Popular Predictor Variables for Excess Stock Returns

The early literature on stock market volatility concluded that price-dividend ratios were
too volatile to be accounted for by variation in future dividend growth or interest rates
alone. Such a finding provides indirect evidence that expected excess stock returns must
vary. A more direct way of testing whether expected returns are time-varying is to
explicitly forecast excess returns with predetermined conditioning variables.The empir-
ical asset pricing literature has produced many such variables that have been shown, in
one subsample of the data or another, to contain statistically significant predictive power
for excess stock returns. A summary of the most commonly used of these predictor
variables is as follows.

• Price-dividend and price-earnings ratios. Fama and French (1988a), Campbell and Shiller
(1989), Campbell (1991), and Hodrick (1992) find that the ratios of price to dividends
or earnings have predictive power for excess returns. In more recent data, Ang and
Bekaert (2007) find that the dividend-price ratio for the aggregate stock market predicts
returns over short horizons when a short-term interest rate is included in the predictive
regression. Harvey (1991) finds that similar financial ratios predict stock returns in many
different countries.4

• The dividend-payout ratio. Lamont (1998) argues that the ratio of dividends to earnings
should be a predictor of excess returns because high dividends typically forecast high
returns, whereas high earnings typically forecast low returns.

• Short-term interest rates. Fama and Schwert (1977), Campbell (1991), Hodrick (1992),
and Ang and Bekaert (2007) find that short-term interest rates, often measured as a
“relative T-bill rate” (e.g., the 30-day Treasury-bill rate minus its 12-month moving
average) predicts returns. In what follows, we denote the relative T-bill rate RRELt .

• Term spreads and default spreads. Fama and French (1988a) study the forecasting power of
the 10-yearTreasury bond yield minus the one-yearTreasury bond yield (a measure of
the term spread) and the BAA corporate bond yield minus the AAA corporate bond
yield (a measure of the default spread). We denote the term spread, TRMt , and the
default spread DEFt .

4Boudoukh et al. (2004) construct an adjustment to the dividend-price ratio where the numerator includes repurchases, as well as cash
dividends. They refer to this variable as the payout yield. Below, we find that this variable has little forecasting power for future returns
in our sample.
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• Book-market ratios. Lewellen (1999) and Vuolteenaho (2000) forecast returns with an
aggregate book-market ratio.

• Proxies for the consumption-wealth ratio, cayt . As discussed above, Lettau and Ludvigson
(2001a,b) use a log-linear approximation of a representative investor’s consumption-
wealth ratio to show that deviations from a cointegrating relation for log consumption,
ct , log asset wealth, at , and log labor income, yt (abbreviated as cayt), is a potential
predictor of excess stock market returns. Lettau and Ludvigson (2001a,b) find evidence
that this variable predicts quarterly stock returns both at the stock market level and at
the portfolio level.

• Latent common factors from large data sets of financial indicators.As additional predictors, we
include the “volatility” and “risk-premium” common factors estimated by Ludvigson
and Ng (2007) from a quarterly data set of 172 financial indictors, denoted F̂1t and
F̂2t , respectively. We discuss the economic interpretation of these factors in Section 3.

2.4. The Forecastability of Stock Market Returns: Empirical Evidence
We now have a number of variables, based on both financial and macroeconomic indi-
cators, that have been documented, in one study or another, to predict excess stock
market returns.To summarize the empirical findings of this literature, Table 11.1 presents
the results of in-sample predictive regressions of quarterly excess returns on the value-
weighted stock market index from the Center for Research in Securities Prices (CRSP),
in excess of the return on a three-month Treasury bill rate. Let rs,t denote the log real
return of the CRSP value-weighted index and rf ,t the log real return on the three-month
Treasury bill (the risk-free rate). Log price, pt , is the natural logarithm of the CRSP-VW
index. Log dividends, d, are the natural logarithm of the sum of the past four quarters
of dividends per share. We call dt − pt the dividend yield. Denote the log excess return
and level excess return as

r e
t+1 ≡ rs,t+1 − rf ,t+1 and Re

s,t+1 ≡ Rs,t+1 − Rf ,t+1,

respectively.Table 11.1 reports the results of forecasting regressions of the level of excess
returns

Re
s,t+1 = γ ′Zt + εt+1,

and of the log of excess returns

r e
s,t+1 = β′Zt + εt+1,

where Zt is a vector of predictor variables.
Here, we compare the forecasting power of ĉayt , dt − pt , RRELt , TRMt , and DEFt .

As additional predictors, we include the “volatility” and “risk-premium” common fac-
tors estimated by Ludvigson and Ng (2007) from a quarterly data set of 172 financial
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Table 11.1 Forecasting quarterly stock returns, 1952:4–2000:4

Constant lag ĉayt dt − pt RRELt TRMt DEFt F̂1t F̂2t R
2

No (t-stat) (t-stat) (t-stat) (t-stat) (t-stat) (t-stat) (t-stat) (t-stat)

Panel A: excess returns; 1952:4–2000:4

1 0.02 0.07 0.00
(3.66) (1.07)

2 −1.18 2.00 0.10
(−3.66) (4.37)

3 −1.18 0.09 2.05 0.10
(−4.28) (1.45) (4.47)

4 0.12 0.03 0.01
(1.89) (1.60)

5 −1.23 2.06 −0.00 0.09
(−4.20) (4.69) (−0.24)

6 −1.17 0.03 1.95 −0.00 −2.35 −0.32 0.00 0.13
(−3.69) (0.47) (4.41) (−0.12) (−2.83) (−0.43) (0.05)

7 −1.43 0.03 2.21 −0.03 −1.70 −0.08 0.01 0.01 0.02 0.20
(−3.89) (0.41) (4.35) (−1.17) (−1.81) (−0.10) (0.26) (3.16) (2.90)

Panel B: log excess returns; 1952:4–2000:4

8 0.02 0.06 −0.00
(2.93) (0.93)

9 −1.18 1.99 0.09
(−4.35) (4.43)

10 −1.21 0.09 2.03 0.10
(−4.43) (1.36) (4.51)

11 0.11 0.03 0.01
(1.85) (1.61)

12 −1.24 2.05 −0.01 0.09
(−4.25) (4.69) (−0.29)

13 −1.14 0.03 1.92 −0.01 −2.24 −0.19 −0.00 0.13
(−3.69) (0.45) (1.37) (−0.08) (−2.67) (−0.25) (−0.25)

14 −1.41 0.04 2.18 −0.03 −1.57 0.02 0.00 0.01 0.02 0.19
(−3.81) (0.57) (4.18) (−1.14) (−1.56) (0.03) (0.17) (3.25) (2.61)

The table reports estimates from OLS regressions of stock returns on lagged variables named at the head of a column. The dependent
variable is the excess level or log of the return on the CRSP value-weighted stock market index. The regressors are as follows:
lag denotes a one-period lag of the dependent variable, ĉayt ≡ ct − β̂aat − β̂yyt , where ct is consumption, at is asset wealth, yt is
labor income, and dt − pt is the log dividend-price ratio; RRELt is the relative bill rate; TRMt is the term spread, the difference
between the 10-year Treasury bond yield and the three-month Treasury bond yield, DEFt is the BAA Corporate Bond rate minus the
AAA Corporate Bond rate, and F̂1 and F̂2 are the principle component factor constructed in Ludvigson and Ng (2007). Newey–West
corrected t-statistics appear in parentheses below the coefficient estimate. Significant coefficients at the 5% level are highlighted in bold
face. Regressions use data from the fourth quarter of 1952 to the fourth quarter of 2000.
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indicators, denoted F̂1t and F̂2t , respectively. Ludvigson and Ng (2007) find that F̂1t

and F̂2t have strong forecasting power for quarterly excess stock market returns, above
and beyond that contained in other popular forecasting variables such as the dividend-
yield, ĉayt and short-term interest rates (we discuss the motivation behind these factors
in Section 3). Table 11.1 reports the regression coefficient, heteroskedasticity-and-
autocorrelation-consistent t statistic, and adjusted R2 statistic for each regression. Notice
that although the error term in these regressions is serially uncorrelated under the null of
no predictability, it may be serially correlated under plausible alternatives. It is therefore
important to correct the standard errors of the estimated coefficients for potential serial
correlation in the residuals.The top panel reports results for excess stock market returns
in levels; the bottom panel reports results for log excess returns.

At a one-quarter horizon, the ĉayt , the relative-bill rate,RRELt , and the two common
factors F̂1t and F̂2t have statistically significant marginal predictive power for excess
returns. The first row of each panel of Table 11.1 shows that a regression of returns on
one lag of the dependent variable displays no forecastability. Adding last quarter’s value
of ĉayt to the model allows the regression to predict 9% of the variation in next quarter’s
excess return. The relative bill rate, while statistically significant, adds less than 2% to
the adjusted R2.The dividend-price ratio, the term spread and default spreads have little
forecasting power for quarterly excess returns in this sample.

Ludvigson and Ng (2007) find that the volatility and risk-premium factors F̂1t and F̂2t

alone explain 9% of next quarter’s excess return, and they retain their marginal predictive
power no matter what other commonly used predictor variables are included in the
regression. In particular, the information in these two factors is largely independent of
that in the consumption-wealth variable cayt .The last row of Table 11.1 shows that when
F̂1t and F̂2t are included as predictors along with cayt , the result is largely cumulative: the
regression model now explains 19% of one-quarter ahead excess stock market returns.

The theory behind (2.1) and (2.12) makes clear that both the dividend-price ratio
and the consumption-wealth ratio should track longer term tendencies in asset markets
rather than provide accurate short-term forecasts of booms or crashes.To assess whether
these predetermined variables forecast returns over longer horizons, Table 11.2, Panel
A, presents the results of long-horizon forecasting regressions of excess returns on the
CRSP-VW index, on some combination of ĉayt , dt − pt , and RRELt . (Results using
TRMt , and DEFt as predictive variables indicated that these variables displayed no fore-
casting power at any horizon in our sample. Those regressions are therefore omitted
from the table to conserve space.)The dependent variable is the H-quarter continuously
compounded log excess return on the CRSP-VW index, equal to

r e
s,t+H ,H = rs,t+1 − rf ,t+1 + · · · + rs,t+H − rf ,t+H .

Table 11.2 reports regressions of the form

r e
t+H ,H = b′Zt + εt+H ,H , (2.13)
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where, as above, Zt is a set of predictor variables. For each regression, the table reports
the estimated coefficient on the included explanatory variables, the adjusted R2 statis-
tic, and the Newey–West corrected t-statistic for the hypothesis that the coefficient
is zero.

Table 11.2 Forecasting stock market returns

Row Regressors Forecast horizon H in quarters

1 2 4 6 8 12 16 24

1 ĉayt 1.95 3.79 6.23 8.45 9.82 12.28 12.91 17.31
(4.58) (3.99) (3.05) (3.42) (3.98) (5.37) (5.47) (4.58)
[0.08] [0.14] [0.20] [0.26] [0.28] [0.34] [0.33] [0.33]

2 dt − pt 0.02 0.04 0.07 0.11 0.12 0.13 0.15 0.59
(1.24) (1.26) (0.94) (0.84) (0.68) (0.54) (0.55) (1.59)
[0.00] [0.01] [0.01] [0.02] [0.02] [0.01] [0.01] [0.15]

3 RRELt −2.58 −4.15 −6.83 −6.28 −3.16 −1.97 −2.81 −4.80
(−3.89) (−3.22) (−2.79) (−2.56) (−1.38) (−0.79) (−0.84) (−1.23)
[0.05] [0.06] [0.10] [0.06] [0.01] [0.00] [0.00] [0.01]

4 ĉayt 1.91 3.73 5.94 8.05 9.60 12.12 12.66 14.92
(4.50) (4.17) (3.87) (4.34) (4.65) (4.83) (4.32) (3.07)

dt − pt −0.01 −0.01 −0.01 0.01 0.01 0.05 0.06 0.37
(−0.49) (−0.36) (−0.08) (0.09) (0.10) (0.28) (0.32) (1.22)
−2.21 −3.47 −5.92 −5.19 −1.70 0.04 −0.70 −2.23

RRELt (−3.49) (−3.52) (−3.48) (−3.68) (−1.42) (0.01) (−0.24) (−0.70)
[0.11] [0.19] [0.27] [0.29] [0.28] [0.34] [0.33] [0.37]

5 ĉayt 2.16 4.06 6.21 8.49 10.45 14.05 14.60 18.11
(4.53) (4.63) (3.84) (4.28) (4.86) (6.50) (5.97) (3.70)

dt − pt −0.03 −0.06 −0.08 −0.11 −0.15 −0.16 −0.13 0.05
(−1.62) (−1.50) (−1.21) (−1.09) (−1.23) (−1.14) (−0.70) (0.18)

RRELt −1.77 −2.66 −4.98 −4.27 −0.96 0.59 −1.48 −2.61
(−3.02) (−2.26) (−2.48) (−2.48) (−0.71) (0.23) (−0.48) (−0.80)

F̂1t 0.01 0.02 0.01 0.02 0.02 0.01 −0.01 0.01
(3.37) (4.45) (2.08) (2.16) (3.00) (1.19) (−0.57) (0.37)

F̂2t 0.02 0.02 0.02 0.02 0.02 0.01 0.00 0.03
(3.06) (1.91) (1.64) (1.40) (0.98) (0.94) (0.29) (0.97)
[0.16] [0.23] [0.28] [0.31] [0.34] [0.46] [0.42] [0.40]

The table reports results from long-horizon regressions of excess returns on lagged variables. H denotes the return horizon in
quarters.The regressors are as follows: lag,which denotes a one-period lag of the dependent variables, one-period lagged values of
the deviations from trend ĉayt = ct − β̂aat − β̂yyt , the log dividend yield dt − pt , the dividend earnings ratio dt − et , the detrended
short-term interest rate RRELt , and Ludvigson and Ng (2007)’s factors F̂1 and F̂2. For each regression, the table reports OLS
estimates of the regressors,Newey–West corrected t-statistics in parentheses,and adjusted R2 statistics in square brackets. Significant
coefficients at the 5% level are highlighted in bold. The sample period is fourth quarter of 1952 to fourth quarter of 2000.
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The first row of Table 11.2 shows that ĉayt has significant forecasting power for future
excess returns at horizons ranging from 1 to 24 quarters.The t-statistics are above 3 for all
horizons. The predictive power of ĉayt is hump-shaped and peaks around three years in
this sample; using this single variable alone the regression model is capable of predicting
34% of the variability in the three-year excess return. Similar findings are reported
using U.K. data to construct a measure of ĉay (Fernandez-Corugedo et al., 2002), using
Australian data (Fisher andVoss, 2004;Tan andVoss, 2004), and using German data (Xu,
2005).These results suggest that the conditional mean of excess stock returns varies over
horizons of several years.

The remaining rows of Panel A give an indication of the predictive power of other
variables for long-horizon excess returns. Row 2 reports long-horizon regressions using
the dividend-yield as the sole forecasting variable. Because we use more recent data,
these results are quite different than those obtained elsewhere (e.g., Fama and French,
1988a; Lamont, 1998; Campbell et al., 1997). The dividend-price ratio has no ability to
forecast excess stock returns at horizons ranging from 1 to 24 quarters when data after
1995 are included. The last half of the 1990s saw an extraordinary surge in stock prices
relative to dividends, weakening the tight link between the dividend-yield and future
returns that has been documented in previous samples. The forecasting power of ĉayt
seems to have been less affected by this episode. Lettau et al. (2008) provide a partial
explanation for this finding based on a fall in macroeconomic risk or the volatility of the
aggregate economy. Because of the existence of leverage, their explanation also implies
that the consumption-wealth ratio should be less affected by changes in macroeconomic
risk than the dividend-price ratio. This may explain why the predictive power of the
consumption-wealth variable is less affected by the 1990s than the financial variables
investigated here.

Consistent with the findings of Ang and Bekaert (2007), row 3 of Panel A shows
that RRELt has forecasting power that is concentrated at short horizons, displaying
its highest long-horizon R2 for forecasting three-quarter returns. Also consistent with
their findings, the dividend yield does not univariately predict excess returns at any
horizon in this sample. Ang and Bekaert (2007) find instead that the predictive abil-
ity of the dividend yield is enhanced at short horizons in a bivariate regression with a
short-term interest rate. Row 4 of Table 11.2 suggests that the dividend-yield is driven
out of the predictive regression by ĉayt even when included with a short-term inter-
est rate. The coefficient estimates are strongly statistically significant, with t-statistics in
excess of 3 at one and two quarter horizons, but the variable explains a smaller fraction
of the variability in future returns than does ĉayt . Row 4 of Table 11.2 presents the
results of forecasting excess returns using a multivariate regression with ĉayt , RRELt ,
dt − pt , and the estimated factors F̂1t and F̂2t as predictive variables. The results suggest
that excess returns are predictable by several variables for return horizons from 1 to
24 quarters.
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2.5. Statistical Issues with Forecasting Returns

The results presented above indicate that excess equity returns are forecastable, suggesting
that the equity risk-premium varies with time and that fluctuations in the conditional
mean excess return are an important contributor to the fluctuations in the Sharpe ratio.
There are,however, a number of potential statistical pitfalls that arise in interpreting these
forecasting tests. We discuss these next.

2.5.1. Problems with Overlapping Data

One potential difficulty for statistical inference with return predictability arises as a result
of using overlapping data in direct long-horizon regressions, as in (2.13). Recall that, in
the long-horizon regressions discussed above, the dependent variable is the H-quarter
log excess return,equal to rs,t+1 − rf ,t+1 + rs,t+2 − rf ,t+2 + · · · + rs,t+H − rf ,t+H . Notice
that at time t + 2, this return is equal to rs,t+2 − rf ,t+2 + · · · + rs,t+H − rf ,t+H +
rs,t+H+1 − rf ,t+H+1. Thus, by construction, the continuously compounded H-period
return contains data that overlaps with H − 1 lags of itself. It follows that, even if one-
period returns are i.i.d., the fitted residuals in a regression of long-horizon returns on
a constant are serially correlated and a rolling summation of such series will behave
asymptotically as a stochastically trending variable.This creates statistical problems when
the return horizon H is large relative to the sample size T .Valkanov (2003) shows that
the finite-sample distributions of R2 statistics from direct long-horizon regressions do
not converge to their population values, and also that t-statistics do not converge to
well-defined distributions whenever long-horizon returns are formed by summing over
a nontrivial fraction of the sample.

One way to avoid problems with the use of overlapping data in long-horizon regres-
sions is to use vector autoregressions (VARs) to impute the long-horizon R2 statistics
rather than estimating them directly from long-horizon returns. The approach assumes
that the dynamics of the data may be well described by aVAR of a particular lag order,
implying that conditional forecasts over long horizons follow directly from the VAR
model. The insight here is that long-horizon linear predictions can be obtained by iter-
ating one-step ahead linear projections from a VAR, without requiring the use of any
long-horizon return data.

Consider the vector

Qt ≡
[
r e
s,t − E

(
r e
s,t
)

, x1t − E(x1t) , x2t − E(x2t)
]′ ,

where r e
t are excess returns,x1t is a predictor variable for returns, and x2t another variable

about whose dynamics the researcher may be concerned. (In general, x2t could be a
vector of variables.) We assume the variables in Qt are demeaned. Suppose we describe
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the vector time series as a VAR(1)5:

Qt+1 = AQt + ut+1,

where A is a (q+ 2)× (q+ 2) matrix. In general, enough lags should be included in
theVAR so that the error process is unpredictable, implying that

EtQt+j = AjQt . (2.14)

It is straightforward to use (2.14) to impute the statistics for regressions of long-horizon
returns on predictor variables x1t . For example, consider the slope coefficient βH ,1 from
a univariate regression of H-period continuously compounded returns on x1t :

r e
s,t+1 + · · · + r e

s,t+H = αH + βH ,1x1t + ut+H ,H . (2.15)

Let e1 = (1, 0, 0)′, e2 = (0, 1, 0)′, C( j) = Cov(Zt , Zt−j), and VH = Var
(∑H

j=1 Qt+j

)
.

Then the estimator of βH ,1 implied by theVAR is

Cov
(
r e
s,t+1 + · · · + r e

s,t+H , x1t
)

Var(x1t)
≡ βH ,1 = e1′ [C(1)+ · · · + C(H)] e2

e2′C(0)e2
,

and the implied long-horizon R2 statistic for the regression (2.15) is

R2
H =

⎛⎜⎜⎜⎜⎝
explained var. of sum of H returns︷ ︸︸ ︷

β2
H ,1e2′C(0)e2

e1′VH e1︸ ︷︷ ︸
var. of sum of H returns

⎞⎟⎟⎟⎟⎠.

This methodology for measuring long-horizon statistics by estimating a VAR has been
covered by Campbell and Shiller (1989), Campbell (1991), Hodrick (1992), and Kandel
and Stambaugh (1989), and we refer the reader to those articles for further details.

Notice that the approach requires no use of overlapping data (since the long-horizon
returns are imputed from the VAR); hence it is immune to statistical problems that
arise from the use of overlapping data. In a simulation study, Hodrick (1992) finds the
VAR methodology for imputing long-horizon statistics has good finite-sample properties

5Higher-order systems can be handled in the same way as the first-order system that is described, by stacking the VAR(p) into the
companion form.
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Table 11.3 VAR long-horizon R2

Row zt Implied R2 for forecast horizon H in quarters

1 2 4 6 8 12 16 24

1 cayt 0.09 0.16 0.23 0.26 0.26 0.24 0.21 0.16
2 RRELt 0.06 0.07 0.07 0.05 0.04 0.03 0.02 0.01
3 cayt , RRELt 0.13 0.20 0.27 0.28 0.27 0.24 0.21 0.15
4 cayt , RRELt , F̂1t , F̂2t 0.18 0.23 0.27 0.28 0.27 0.23 0.20 0.15

The table reports implied R2 statistics for H-period stock market returns from VARs for rt − rf ,t and forecasting vari-
ables zt .The implied R2 statistics for stock market returns for horizon H are calculated from the estimated parameters of
theVAR and the estimated covariance matrix of VAR residuals. The sample period is fourth quarter of 1952 to fourth
quarter of 2000.

that produce unbiased measurements of the long-horizon R2 statistics and regressor
coefficients, conditional on theVAR being correctly specified.

We present the results of using this methodology inTable 11.3, which investigates the
long-horizon predictive power of the multiple predictors in Table 11.2. All results use a
first-order VAR.We calculate an implied R2 statistic using the coefficient estimates of the
VAR and the estimated covariance matrix of the VAR residuals. The first row presents
results for predicting returns with ĉayt , the second row present result for predicting
returns with RRELt , the third row with both ĉayt and RRELt , and the final row reports
the results of using these variables along with F̂1t and F̂2t to predict returns. We do not
include the dividend-price ratio in these calculations because the point estimate of the
autoregressive root for dt − pt in this sample is explosive, invalidating theVAR procedures
described above.

The results in Table 11.3 show that the pattern of the implied R2 statistics obtained
from theVAR methodology is very similar to that obtained from the direct long-horizon
regressions in Table 11.2. For example, for predicting returns over the next six quarters
using ĉayt as the single predictor variable, the implied R2 statistic from theVAR is 0.26,
the same as the actual R2 from the direct long-horizon regression. Similarly,for predicting
returns over the next six quarters using ĉayt ,RRELt ,F̂1t ,and F̂2t as predictors,the implied
R2 statistic from the VAR is 0.28, whereas the actual R2 from the direct long-horizon
regression is 0.29.This suggests that evidence favoring predictability inTable 11.2 cannot
be attributed to spurious inference arising from problems with the use of overlapping
data.

Valkanov (2003) proposes an alternative approach to addressing the problem that
t-statistics do not converge to well-defined distributions when long-horizon returns
are formed by summing over a nontrivial fraction of the sample. Instead of using the
standard t-statistic, he proposes a renormalized t-statistic, t/

√
T , for testing long-horizon

predictability. The limiting distribution of this statistic is nonstandard and depends on
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two nuisance parameters. Once those nuisance parameters have been estimated,Valka-
nov provides a look-up table for comparing the rescaled t-statistic with the appropriate
distribution. Lettau and Ludvigson (2005) use this rescaled t-statistic andValkanov’s crit-
ical values to determine statistical significance and find that the predictive power of ĉayt
for future returns remains statistically significant at better than the 5% level. At most
horizons, the variables are statistically significant predictors at the 1% level. As for the
VAR analysis, these findings imply that the predictive power of ĉayt is unlikely to be
an artifact of biases associated with the use of overlapping data in direct long-horizon
regressions.

2.5.2. Problems with Persistent, Predetermined Regressors

A second and distinct possible statistical pitfall with return forecasting regressions arises
when returns are regressed on a persistent, predetermined regressor. Stambaugh (1999)
considered a common return forecasting environment taking the form

rs,t+1 = α+ βxt + ηt+1 (2.16)

xt+1 = θ + φxt + ξt+1, (2.17)

where xt is the persistent regressor, assumed to follow the first-order autoregressive
process given in (2.17).6 Recall the result from classical OLS that the coefficient β
will not be unbiased unless ηt+1 is uncorrelated with xt at all leads and lags. For most
forecasting applications in finance, xt is a variable like the dividend-price ratio, which is
positively serially correlated and whose innovation ξt+1 is correlated with the innovation
ηt+1 in returns.

Observe that if xt is the dividend-price ratio,ξt+1 is mechanically negatively correlated
with the innovation ηt+1 in returns. This occurs because dividends are smoother than
stock prices. Thus, an increase in stock prices is typically accompanied by a less than
proportional increase in dividends so that an increase in stock prices drives down the
dividend-price ratio while at the same time driving up the current-period stock return,
thereby generating a negative correlation between ξt+1 and ηt+1. A negative correlation
between ξt+1 and ηt+1, when it is accompanied by positive serial correlation in xt (i.e.,
φ > 0), implies that xt is correlated with past values of ηt , even though it is uncorrelated
with contemporaneous or future values. It follows that forecasting variables such as the
dividend-price ratio are merely predetermined and not exogenous.

Stambaugh (1999) points out that,under these circumstances, the predictor coefficient
β will be biased upward in finite samples, with the degree of bias increasing in the
persistence,φ,of the forecasting variable.To derive the exact finite-sample distribution of

6Mankiw and Shapiro (1986) studied the econometric problems posed by (2.16) and (2.17) for general xt in a simulation study. Elliott and
Stock (1994) studied statistical inference for such a system when the autoregressive root of xt is close to unity.
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β,Stambaugh assumes that the vector (ηt+1, ξt+1)
′ is normally distributed, independently

across t, with mean zero and constant covariance matrix.
These results suggest that regression coefficients of the type reported in Table 11.2

maybe biased up in finite samples as long as the return innovation covaries with the
innovation in the forecasting variable. Indeed, using the dividend-price ratio as a predic-
tive variable, Stambaugh finds that the exact finite-sample distribution of the estimates
implies a one-sided p-value of 0.15 for β when NYSE returns are regressed on the lagged
dividend-price ratio from 1952–1996. Other researchers have also conducted explicit
finite sample tests and concluded that evidence of predictability using the dividend-price
ratio may be weaker than previously thought. Nelson and Kim (1993) use bootstrap and
randomization simulations for finite-sample inference. Ferson et al. (2003) show that,
when expected returns are very persistent, a particular regressor can spuriously forecast
returns if that regressor is also very persistent.

Nevertheless, other researchers have directly addressed these problems and find that
evidence of long-horizon predictability remains. For example, Lewellen (2004) shows
that the evidence favoring predictability by the dividend-yield (and other financial ratios)
increases dramatically if one explicitly accounts for the persistence of the dividend yield.
In particular, Lewellen finds evidence of return predictability by financial ratios if one
is willing to rule out an explosive root in the ratios. Campbell andYogo (2002) use the
results from near-unit root econometrics to develop a test of return predictability that is
asymptotically valid under general assumptions on the dynamics of the predictor variable
(i.e., a finite-order autoregression with the largest root less than, equal to, or greater than
one) and on the distribution of the innovations (i.e.,homo or heteroskedastic). Using this
test that is robust to the persistence problem,they find that the earnings-price ratio reliably
predicts returns at all frequencies in the sample period 1926–2002 and the dividend-price
ratio predicts returns at annual frequency.

The forecasting power of variables other than the dividend-earnings ratio and the
dividend-price ratio also appears robust to alternative procedures designed to address
the difficulties with using persistent, predetermined regressors. Lettau and Ludvigson
(2001a, 2005) test return forecastability by ĉayt using a bootstrap procedure to assess the
sampling variability of key forecasting statistics in samples of the size currently available.
The methodology is based on bootstrap simulations carried out under the null of no
predictability of excess returns. Artificial sequences of excess returns are generated by
drawing randomly (with replacement) from the sample residual pairs. The results of
these tests show that the estimated regression coefficient and R2 statistics lie outside of
the 95% confidence interval based on the empirical distribution. In most cases, they
lie outside of the 99% confidence interval. Ludvigson and Ng (2007) conduct a similar
small-sample bootstrap excercise for F̂1t and F̂2t .The statistical relation of these factors to
future returns is strong,even accounting for the small-sample distribution of standard test
statistics.
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A potential concern with such bootstrap procedures arises when the predictor variable
is so highly persistent that local-to-unity asymptotics must be applied to assess the sam-
pling variability of estimated regression coefficients and R2 statistics. Stock and Watson
(1996) show that, in this case, the standard bootstrap is asymptotically invalid. This will
occur when the predictor variable exhibits sufficiently “small” deviations from an exact
unit root. For practical applications, these results raise the question of how small is small?7

There are several reasons to think that at least some predictor variables commonly used
deviate sufficiently from a unit root to avoid these complications. For example, ĉayt (with
an AR coefficient around 0.85) and the relative t-bill rate are less persistent and less cor-
related with innovations to returns than valuation ratios such as the price-dividend ratio.
Ferson et al. (2003) find that regressors with autocorrelation coefficients on the order
of 0.85 generally have well-behaved t-statistics and R2 statistics. Moreover, other sim-
ulation studies suggest that even financial variables far more persistent than these may
be stationary enough to validate standard bootstrap procedures. Clark and West (2006,
2007) conduct Monte Carlo simulations of simple bivariate data-generating processes to
evaluate the finite-sample size and power of out-of-sample forecasting procedures that
compare prediction mean square error (PMSE) across models. One data-generating pro-
cess they study is designed to reflect asset pricing applications and is calibrated to monthly
excess returns on the S&P 500 and the dividend-price ratio. The dividend-price ratio is
modeled as having a first-order autoregressive coefficient of 0.95, and its correlation with
return innovations is calibrated to match the data. These studies find that tests of equal
forecast accuracy based on a comparison of PMSEs are roughly correctly sized,suggesting
that the bootstrap is quite reliable in samples of the size currently encountered, even for
regressions involving very persistent (but stationary) financial predictor variables.

2.5.3. Problems with Interpreting Long-Horizon Forecasts

The evidence on long-horizon return predictability in Table 11.2 above suggests that
returns become more forecastable as the horizon extends. In response to such evidence,
Boudoukh et al. (2008) point out that, even under the null of no return predictabil-
ity, long-horizon R2 statistics and coefficients from direct long-horizon regressions will
rise monotonically with the horizon, as long as the predictor variable has some persis-
tence. These findings imply that long-horizon returns could, in principle, appear more
forecastable than short-horizon returns even if they are no more forecastable.

In principle, this phenomenon is attributable both to the small sample bias emphasized
by Stambaugh (1999), as well as to the use of overlapping return data emphasized by

7Campbell and Yogo (2002) address this question by developing a pretest based on the confidence interval for the largest autoregressive
root of the predictor variable. If the confidence interval indicates that the predictor variable is sufficiently stationary, then for a given level
of correlation between the innovations to returns and the predictor variable, they show that one can proceed with inference based on the
conventional t-test with conventional critical values rather than basing inference on local-to-unity asymptotics.
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Valkanov (2003). In practice, however, Boudoukh et al. (2008) find that, for plausible
data-generating processes,most of the observed monotonicity is attributable not to small
sample biases but rather to the use of overlapping return data interacting with persistence
of regressor. As noted above, problems with overlapping return data can be avoided by
usingVARs to impute long-horizon statistics rather than using overlapping return data
directly. Recalling the results reported in Table 11.3, we observe that the implied long-
horizon R2 statistics and regression coefficients from the VAR methodology rise with
the return forecast horizon in a manner similar to that found when overlapping return
data is directly utilized. Thus, the VAR evidence lends support to the hypothesis that
long-horizon returns really are more predictable than short-horizon returns despite the
ambiguity on this question that arises in direct long-horizon regressions.

2.6. Conceptual Issues with Forecasting Returns

This section discusses several conceptual issues that arise when evaluating the evidence
for time variation in expected excess stock returns.

2.6.1. Expected Returns versus Average Realized Returns

The literature discussed above measures movements in ex-ante expected returns as fore-
castable variation in excess returns, with variables such as the dividend-price ratio,
short-term interest rates, term spreads, and cayt as forecasting variables. For example,
the dynamic Gordon growth model (2.1) motivates the use of the dividend-price ratio
as a forecasting variable for future returns, and therefore as a measure of ex-ante expected
returns. Although we have emphasized this approach as a motivation for estimating time
variation in conditional expected returns over horizons ranging from quarterly to several
years,other researchers have used the framework to estimate the very long-run-expected
market return, which converges to an unconditional expected market return (e.g., Fama
and French, 2002). To estimate the unconditional expected market return, it is com-
monplace to use the sample average ex-post return on a broad portfolio of stocks. But
as Fama and French (2002) point out, this procedure can be misleading when expected
returns (as measured, e.g., by the dividend-price ratio) are declining for an extended
period of time. In this scenario, declining expected returns lead to persistently lower
dividend-price ratios, but the sample average ex-post returns over the same period are
necessarily high as a result of rising stock prices. In this case, the sample average return can
be higher than usual even though expected future return is declining. Fama and French
use the Gordon growth model to argue that the period since 1950 is one such episode.
Campello et al. (2005) make a similar point for firm-specific measures of expected
equity returns.These papers underscore the need to distinguish between average realized
returns and ex-ante expected returns when estimating very long-run-expected market
returns.
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2.6.2. Cointegration and Return Forecasting

Consider using the log dividend-price ratio as a predictor of excess returns. Studies
that conduct such an analysis typically assume, either explicitly or implicitly, that the
ratio of prices to dividends, Pt/Dt , is covariance stationary. This assumption implies that
the log price-dividend ratio, pt − dt , is also covariance stationary and that pt and dt are
cointegrated with cointegrating vector (1,−1)′.

Some researchers object to the description of the price-dividend ratio as covariance
stationary because the statistical behavior of the variable over our sample appears subject
to structural change. Indeed, there is evidence of a structural break in the mean price-
dividend ratio (e.g., Lettau et al., 2008; Lettau andVan Nieuwerburgh, 2007). Whether
statistical evidence of structural change implies that a series is nonstationary is unclear.
The issue of identifying structural breaks in cointegrated relationships with finite samples
is a subtle and tricky one. Long data spans are often required to obtain consistent estimates
of cointegrating coefficients, yet instability tests require those parameters to be estimated
by splitting an already finite sample into even smaller subsamples. This requirement
has led to a well-known criticism of the entire structural break approach, namely that
the data-driven specification searches inherent in the methodology can bias inferences
dramatically toward finding breaks where none exist (Leamer, 1978; Lo and MacKinlay,
1990). Thus, a very persistent covariance-stationary series can appear, in a finite sample,
as one subject to multiple structural breaks. We discuss structural change further below.

Whether or not structural breaks are evidence of nonstationarity, it seems reasonable
to rule out at least one form of nonstationarity, namely the nonstationarity exhibited by
prices that wander arbitrarily far from measures of fundamental value. Valuation ratios
should not be explosive. For the purposes of this subsection,we discuss conceptual issues
that arise when dividends and prices are cointegrated, and the price-dividend ratio is
nonexplosive and covariance stationary.

Cointegration implies that movements in pt − dt must forecast future dividend growth,
future returns, or some combination of the two. Notice that this statement is not con-
ditional on the accuracy of the approximation in (2.1). Instead, it follows on purely
statistical grounds from the presumption of cointegration. An important cointegration
theorem is the Granger representation theorem (GRT). This theorem states that if a system
of variables is cointegrated in a given sample, the growth rates in at least one of the
variables involved in the cointegrated system must be forecastable by the cointegrating
residual, in this case pt − dt . That is, an error-correction representation exists. It follows
that the Granger representation theorem states that variation in pt − dt must be related
to variation in future dividend growth, future returns, or both.8

8If dividends and prices are cointegrated with cointegrating vector (1,−1), the GRT states that dt − pt must forecast either �pt , or �dt ,
the log difference of dividend growth. Using the approximation, rst ≈ �pt , it follows that dt − pt must forecast either �dt or rst up to a
first-order approximation.
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These considerations imply that expected returns cannot be constant if the price-
dividend ratio varies unless expected dividend growth rates vary. In the data, the
dividend-price ratio is volatile, having a quarterly standard deviation of 0.34. Thus, evi-
dence that expected returns are constant requires not merely that returns be unforecastable
by dt − pt but also that dividend growth be strongly forecastable by dt − pt , forecastable
enough to account for the observed variability in dt − pt . Although some statistical tests
suggest that dt − pt is a weak and/or unstable predictor of returns, the evidence that
dt − pt predicts dividend growth in postwar U.S. data is even weaker (Campbell, 1991;
Campbell and Shiller, 2001; Cochrane, 1991b, 1994, 1997). Cochrane (2008) formalizes
this intuition and shows that the absence of dividend growth predictability in the data
provides much stronger evidence of return predictability than do the results from an
unrestricted regression of returns on lagged values of the dividend-price ratio. These
findings suggest that returns are forecastable by the dividend-price ratio, even though
some statistical tests fail to confirm that forecastability.

It is possible that expected dividend growth and expected returns are both time-
varying, and that a positive correlation between the two makes it difficult to identify
variation in either using the dividend-price ratio. Equation (2.1) shows that movements
in expected dividend growth that are positively correlated with movements in expected
returns should have offsetting affects on the dividend-price ratio. Such movements will
not necessarily have offsetting affects on cayt because it is not a function of both expected
returns and expected dividend growth. Lettau and Ludvigson (2005) investigate this
possibility using data on aggregate consumption and dividend payments from aggregate
(human and nonhuman) wealth. Using either cayt or a proxy for the log consumption-
dividend ratio, denoted cdyt , they find that stock market dividend growth is strongly
predictable and that the dividend forecasts are positively related to changing forecasts of
excess stock returns. An implication of these findings is that both expected returns and
expected dividend growth vary more than what can be revealed using the dividend-price
ratio alone.

The reasoning on cointegration applied above to the dividend-price ratio also applies
to the consumption-wealth variable, cayt . Since c, a, and y are cointegrated, it follows
that the cointegrating residual must forecast future consumption growth, future returns
to asset wealth (wealth growth), or future labor income growth. Lettau and Ludvigson
(2001a, 2004) find no evidence that ĉayt has any forecasting power for consumption
growth or labor income growth, at any future horizon. Since there is no evidence that
consumption or labor income growth are forecastable by ĉayt , ĉayt must forecast some
component of the growth in at , and indeed the empirical evidence is strongly supportive
of this hypothesis. The forecastable component is found to be the excess return on the
aggregate stock market; ĉayt has no forecasting power for the growth in nonstock wealth
(Lettau and Ludvigson, 2004). Since the growth in total asset wealth, �at , is highly
correlated with the return on the aggregate stock market (displaying a correlation with
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the return on the CRSP value-weighted index of over 88% in quarterly data), it is not
hard to understand why ĉayt forecasts stock returns.

When parameters of a common long-run trend must be estimated, as for ĉayt , long
samples of data may be required to estimate them consistently. How long such samples
must be will depend on the data-generating process, something that can be assessed in a
particular application with Monte Carlo analysis. However, once a sufficiently large span
of data is available, the cointegrating parameters may be treated as known in subsequent
estimation because they converge at a rate proportional to the sample size T rather
than the usual

√
T rate. Moreover, cointegration theory implies that once we know the

cointegrating parameters, the resulting cointegrating residual must forecast at least one
of the growth rates of the variables in the cointegrated system.

2.6.3. Use of Macroeconomic Data in Empirical Asset Pricing

A separate set of conceptual issues arises in using macroeconomic variables, such as ĉayt ,
to forecast returns. Unlike financial data, macroeconomic data are not available in real
time. When thinking about this issue, it is essential to distinguish two questions about
return forecastability. The first question – the question of concern in this paper – is “are
expected excess returns time-varying?” The second question, of interest to practitioners,
is “can the predictability of returns be statistically detected in real time?”

All macroeconomic data undergo revisions. For example, data from the national
income and product accounts (NIPA) are released three times, first as an initial esti-
mate, then as a preliminary estimate, and last as a “final” estimate. We put quotes around
the word final because even this last estimate is subsequently revised. Every year in July
or August, there are revisions made to the entire NIPA account, and there are periodic
benchmark revisions that occur on an irregular schedule.These subsequent revisions are
likely to be far less significant that the initial two, however.

Delays in data release and data revision are not a reason to ignore macroeconomic
data but instead are a reason to apply macroeconomic data to research questions for
which historical data are relevant. Data revisions can be a concern if the goal is to
assess predictability in real time but are not a concern for explaining and interpreting
the historical data.9 For example, in the theoretical framework of Lettau and Ludvigson
(2001a) discussed above, if expected returns vary over time (for any reason), the logic
of a budget constraint implies that ĉayt should forecast returns, consumption growth, or
labor income growth, or some combination of all three. In a full insurance equilibrium
where individual consumptions are proportional, agents not only know their own con-
sumption, wealth and income (and their wealth shares), they also know their aggregate

9Issues of data release and data revision are obviously less of a issue for forecasting long-horizon returns than they are for forecasting
short-horizon returns.
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counterparts, even though the econometrician does not. In this case, evaluation of the
model implications should use the fully revised, historical data series, since those series
come closest to matching what the representative agent observes.

2.6.4. When Is “Look-Ahead Bias” a Concern?

One question that arises in assessing the predictive power of macroeconomic variables
such as ĉayt is whether estimating the cointegrating coefficients over the full sample
in a first-stage regression induces a “look ahead bias” into the forecasting regressions.
In thinking about this question, it is important to keep in mind that when samples
are sufficiently long, cointegrating coefficients can be estimated superconsistently and
treated as known in subsequent estimation.Thus, there can be no look-ahead bias when
a sufficiently long sample of data is available to estimate the parameters of a cointegrating
relation.

A Monte Carlo study can be used to assess the rate at which cointegrating parameter
estimates converge to their true values. Our own Monte Carlo analyses suggest that
samples of the size currently available are large enough to obtain consistent estimates of
the cointegrating parameters in ĉayt . In a cointegrated setting,the question of look-ahead
bias is therefore one of data availability.

Look-ahead bias could be a concern if the primary research goal is to ask whether
a practitioner, operating in early part of our sample without access to the data sample
currently available, could have exploited the forecasting power of an estimated cointe-
grating residual such as ĉayt . Out-of-sample or subsample analysis is often used to assess
questions of this nature.A difficulty with these procedures,however, is that the subsample
analysis inherent in out-of-sample forecasting tests entails a loss of information, making
out-of-sample tests substantially less powerful than in-sample forecasting tests (Inoue and
Kilian, 2004).This loss of power means that out-of-sample (and subsample) analyses can
fail to reveal true forecasting power that even a practitioner could have had in real time.

With these considerations in mind,Lettau and Ludvigson (2005) provide an alternative
approach to assessing the forecasting power of ĉayt . The approach eliminates the need
to estimate cointegration parameters using the full sample in a first-stage regression but
at the same time avoids the power problems inherent in out-of-sample and subsample
analyses.

Consider single-equation, multivariate regressions taking the form

zt+H ,H = a + b1ct + b2at + b3yt + ut+H ,H , (2.18)

where a, b1, b2, and b3 are regression coefficients to be estimated.The dependent variable
zt+h,h is either the H period excess return on the CRSP value-weighted index or, in
Lettau and Ludvigson (2005), the H period dividend growth rate on the CRSP value-
weighted index. Rather than estimating the cointegration relation among ct , at , and yt in
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a first-stage regression and then using the cointegration residual as the single right-hand
side variable,the regression (2.18) uses the multiple variables involved in the cointegration
relation as regressors directly. If there is a relation between the left-hand side variable
to be forecast and some stationary linear combination of the regressors ct , at , and yt , the
regression can freely estimate the nonzero coefficients b1,b2, and b3,which generate such
a relation. If we maintain the hypothesis that the left-side variable is stationary while the
right-hand side variables are I (1), then under the null hypothesis that

(
ct , at , yt

)′ has a
single cointegration relation, it is straightforward to show that the limiting distributions
for b1, b2, and b3 will be standard, implying that the forecasting regression (2.18) will
produce valid R2 and t-statistics.10 Because this procedure does not require any first-stage
estimation of cointegration parameters, it is clear that the forecasting regression (2.18), in
particular its coefficients and R2 statistics, cannot be influenced by any look-ahead bias.

Lettau and Ludvigson (2005) report regression results for excess returns and dividend
growth from an estimation of (2.18).The results are similar to those obtained using ĉayt as
forecasting variables.The individual coefficients on each regressor are strongly statistically
significant as predictive variables for excess returns and dividend growth, and the R2

statistics indicate that the regressors jointly explain about the same fraction of variation
in future returns and future dividend growth explained by the individual regressor ĉayt .
For example, in the data of Lettau and Ludvigson (2005), the multivariate regression with
ct , at , and yt explains about 26% of one year ahead excess returns, whereas ĉayt explains
25%.These results do not support the conclusion that ĉayt has forecasting power merely
because the cointegrating coefficients have been obtained in a preestimation using data
from the whole sample period.

Another approach to the issue of look-ahead bias is to mimic the estimation strategy
of the real-time practitioner by performing an out-of-sample investigation. In such an
investigation, the parameters in ĉayt are reestimated every period using only information
that would have been available at the time of the forecast, as in section V of Lettau
and Ludvigson (2001a). We should expect to find the statistical predictive power of
ĉayt to be weakened by such a recursive procedure since a large number of observations
required to obtain consistent estimates of the cointegrating parameters must be discarded

10Inference on b1, b2, and b3 can be accomplished by rewriting (2.18) so that the hypotheses to be tested are written as a restrictions on
I (0) variables (Sims et al., 1990). For example, the hypothesis b1 = 0 can be tested by rewriting (2.18) as

zt+H ,H = a + b1 [ct − ωat − (1− ω) yt ]+ [b2 + b1ω] at + [b3 + b1 (1− ω)] yt + ut+H ,H

= a + b1
[
cayt

]+ [b2 + b1ω] at + [b3 + b1 (1− ω)] yt + ut+H ,H .

It follows that the OLS estimate of b1 has a limiting distribution given by

√
T

(
b̂1 − b1

) −→ N

(
0,

σ2
u

T
∑T

t=1
(
cayt − cay

)2
)

,

where σ2
u denotes the variance of ut+H ,H , and cay is the sample mean of cayt .These may be evaluated by using the full sample estimates,

ĉayt . A similar rearrangement can be used to test hypotheses about b2 and b3. Note that the full sample estimates of the cointegration
coefficients are only required to do inference about the forecasting excercise, they do not affect the forecasting excercise itself.
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in the process. Nevertheless, the results of such an excercise will take into account the
noisiness in these estimates over short subsamples, and, we hope, tell us something about
whether a practitioner operating over our sample could have detected predictability in real
time. Both Lettau and Ludvigson (2001a) and Guo (2006) find evidence of stock return
predictability in out-of-sample tests, using cay and/or cay and stock market volatility as
predictive variables. We discuss out-of-sample forecasts further below.

2.6.5. Structural Change

A related issue is that there may be long-run “permanent” shifts in the mean of the
dividend-price ratio, or in the cointegrating coefficients or in the mean of ĉayt . Lettau
et al. (2008) and Lettau and Van Nieuwerburgh (2007) document evidence of a struc-
tural break in the mean of the dividend-price ratio for the aggregate stock market,
which exhibits a marked shift to a lower value in the mid-1990s. Note, however, that
any hypothesis about structural change in the parameters of the common trend among
c, a, and y must be reconciled with the evidence that these variables appear cointegrated
over the full postwar sample.

Even if there were little evidence of structural change in current data, it is possible
that future data will exhibit structural change. Structural change could be caused by
persistent shifts in tastes or technology that coincide with forward looking behavior. If
infrequent regime shifts are present, agents in the model may be required to learn about
underlying parameters, a phenomenon that can, by itself, have an important impact on
the equilibrium risk-return relation (Hansen, 2007; Lettau et al., 2008). If there are
such breaks in the data, altering the framework discussed above to explicitly model
the underlying probability structure governing any changing parameters may allow the
researcher to do even better at predicting returns since estimates of the cointegrating
residual could then be made conditional on the regime.

An important challenge in developing ideas about structural change, however, will be
to derive an economic model of changes in regime that are caused by factors other than
the raw data we are currently trying to understand. Such a model is necessary to both
explain any past regime shifts and to predict potential future regime shifts. Unfortunately,
such an endeavor is far from trivial since we are likely to observe, at most, only a handful
of regimes in a given sample. Moreover, it is not interesting merely to document breaks
ex-post using change-point methods since such methods assume these shifts are deter-
ministic and provide no guidance about when they might occur in the future. Finally,one
also has to grapple with the well-known criticism of the entire structural break approach,
namely that the data-driven specification searches inherent in these methodologies can
bias inferences dramatically toward finding breaks where none exist (see Leamer, 1978;
Lo and MacKinlay, 1990).

This last critique may be particularly relevant today, only a short time after the most
extraordinary bull market in U.S. stock market history. This period might represent a
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regime shift, or it could simply be a very unusual period, perhaps the most unusual
ever.The most recent data available suggests that at least a part of this period was simply
unusual: the market eventually retreated,and the correction in asset values largely restored
ĉayt returned to its long-run mean subsequent to the market declines in 2000 (see Lettau
and Ludvigson, 2004).

But note that questions about the stability of cointegrating coefficients cannot be
addressed by performing rolling regressions, recursive regressions, subsample analysis, or
any other methodology in which the cointegrating parameters are estimated over short
samples of data. Again, this follows because a large span of data may be required to
estimate the parameters of a common trend consistently. Without consistent estimates,
the estimated cointegrating residual cannot be expected to forecast returns or the growth
rates of any of the other variables in the system since such forecastability is predicated
on identification of the true cointegrating parameters. This observation shows both a
blessing and a curse of econometric forecasts based on estimates of common stochastic
trends. On the one hand, these methodologies offer a blessing by providing predictor
variables that can be treated as known in subsequent forecasting analysis when samples
are sufficiently long. On the other hand, longer samples of data may be more prone
to regime changes, which, if present, may add considerably to the sampling uncertainty
in the predictive relationship between the estimated cointegrating residual and future
financial indicators. Such a trade-off must be weighed on a case-by-case basis, pending
a careful examination of the data-generating process.

2.7. In-Sample versus Out-of-Sample Prediction

So far,we have been discussing evidence on time-varying expected returns in the context
of in-sample predictability. A common perception in applied work is that out-of-sample
prediction is more reliable than in-sample prediction, and that in-sample tests are more
prone to uncovering spurious predictability than are out-of-sample tests. Goyal and
Welch (2007), e.g., investigate a large number of predictor variables for stock market
returns and conclude that many of them perform poorly in out-of sample tests. They
recommend that practitioners abandon attempts to forecast returns and instead use the
historical mean as a benchmark.

These conclusions raise several important questions. First, is there any evidence that
popular indicators that have displayed in-sample predictive power have statistically sig-
nificant out-of-sample predictive power? Second, why might an in-sample test show
evidence of predictability while an out-of-sample test does not?Third, what is the moti-
vation for undertaking out-of-sample tests, given evidence for in-sample predictability?
We address each question in turn.

Are stock returns predictable out-of-sample? The results in Goyal and Welch (2007) sug-
gest that many popular forecasting variables have little ability to predict stock returns
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out-of-sample.They show that the out-of-sample mean-square prediction error is higher
when using many predictor variables than when using the historical mean to forecast
excess returns.Yet even the results in Goyal and Welch (2007) show that these conclu-
sions do not apply to all forecasting variables, return horizons,or forecast subsamples. On
the contrary, many economic indicators have displayed out-of-sample forecasting power
for excess stock market returns across a range of studies. For example, Goyal and Welch
(2007) find that, relative to forecasts based on the historical mean, reductions in root-
mean-square forecast error are obtained in out-of-sample forecasts of stock returns by a
measure of ĉayt , a measure of the investment-capital ratio, and a measure of corporate
issuance activity. Campbell and Thompson (2005) find similar results in out-of-sample
forecasts by these variables as well as for the earnings-price ratio, a Treasury bill rate, a
term-spread, and a measure of inflation. Lettau and Ludvigson (2001a) and Guo (2006)
find that ĉayt predicts stock returns out-of-sample even when the parameters in ĉayt are
reestimated every period using only information that would have been available at the
time of the forecast. Similar findings are reported in Rapach and Wohar (2002). Eliasz
(2005) uses the best median unbiased estimator in the presence of nearly-integrated
regressors and finds that the dividend-price ratio forecasts excess stock returns out-of-
sample even in recent data. Finally,Ludvigson and Ng (2007) show that the risk premium
and volatility factors F̂1t and F̂2t , examined above, exhibit remarkably stable and strongly
statistically significant out-of-sample forecasting power for quarterly excess stock market
returns.

Thus, in answer to the first question raised above, stock returns do appear to be
predictable out-of-sample. But the evidence for out-of-sample predictive power depends
on the choice of predictor variable, the sample period, the forecast subsample, and the
return horizon.The sensitivity of the results to these factors naturally leads to the second
question posed above,namely why in-sample results can differ from out-of-sample results.

Why do in-sample results sometimes differ from out-of-sample results? One possible reason
for this discrepancy is the bias-variance trade-off emphasized by Inoue and Kilian (2004),
Campbell and Thompson (2005), and Cochrane (2008). To fix ideas, consider the case
where returns are predictable in a linear regression by some variable xt so that the
predictive regression,

rs,t+1 = μ+ βxt + ut+1, (2.19)

holds with β �= 0. In this case, the historical mean μ is a biased predictor of returns.This
bias contributes to a higher mean-square prediction error for forecasts based solely on the
historical mean relative to a forecast that exploits information on xt . But estimation error
in β tends to increase the variance of the return forecast, which contributes to a greater
mean-square forecast error for predictive regressions that use xt relative to predictions
based solely on the historical mean. Thus, the historical mean forecast is biased but
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has lower variance, while forecasts based on xt are unbiased but have greater variance.
Whether the overall forecast error from estimating (2.19) is higher or lower than that
generated by the historical mean forecast depends on how large the reduction in bias is
relative to the increase in variance.

Note that whatever the level of bias in the historical mean forecast, the variance of the
forecast error is greater for an out-of-sample forecast than for an in-sample forecast. Since
an in-sample forecast uses all available information in the given sample, it should produce
lower estimation error in β and less variance in the return forecast relative to an out-
of-sample procedure where β is estimated over subsamples of the data, and information
is discarded. It follows that a powerful in-sample test could correctly detect β �= 0,
even though an out-of-sample test indicates the historical mean forecast is superior.
This reasoning shows that poor out-of-sample results per se cannot be taken as evidence
against predictability. But they do imply that there may be too little information in
small samples to accurately estimate β and improve the return forecast. Examples of
this form can be found in simulation studies by Campbell and Thompson (2005) and
Cochrane (2008).

A formalization of this intuition is provided in recent theoretical work by Inoue and
Kilian (2004), where both environments subject to data mining and environments free
of data mining are considered.They demonstrate that in-sample and out-of-sample tests
of predictability are asymptotically equally reliable under the null of no predictability.11

Given that in-sample tests display no greater size distortions than do out-of-sample tests,
the choice between in-sample and out-of-sample prediction is reduced to the question of
which test is more powerful.Any out-of-sample analysis based on sample splitting involves
a loss of information and hence lower power in small samples. Inoue and Kilian find that
for most out-of-sample design choices, in-sample tests are more powerful than out-of-
sample tests even asymptotically. They conclude that, in many cases, an out-of-sample
test may fail to detect predictability that exists in population, whereas the in-sample test
correctly will detect it.

One way of addressing the power problems of out-of-sample tests is to develop more
powerful statistics for assessing out-of-sample predictability. McCracken (1999) and Clark
and McCracken (2001) develop several out-of-sample test statistics that are almost as
powerful as in-sample test statistics.

Campbell andThompson (2005) show that poor out-of-sample performance can also
come from bad luck in a particular sample. Suppose that β �= 0 is known so that there is
no estimation error contributing to the forecast variance. Returns are forecastable and
the forecasting relation is known with certainty. Campbell and Thompson show that, in
a large number of such cases, the historical mean can display lower mean forecast error

11A test is defined to be unreliable if its effective size exceeds its nominal size.
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in out-of-sample tests than a model that exploits information on xt (with known β),
simply because of sampling uncertainty. Even if stock returns are genuinely predictable
by some variable xt , it can be associated with poor out-of-sample forecasts in a finite
sample.

What is the motivation for undertaking out-of-sample tests? These findings bring us to the
third question posed above,namely what is the motivation for undertaking out-of-sample
tests, given evidence for in-sample predictability? As we have seen, poor out-of-sample
performance is not necessarily evidence against predictability. This suggests that if one
is interested only in whether β �= 0, the researcher should use the most powerful test
available, typically an in-sample regression. In this chapter, we are concerned with the
historical behavior of the risk-return relation. For this purpose,there is no reason to throw
away information when constructing estimates of the conditional mean and conditional
variance of stock returns, as required by out-of-sample forecasts.

So why are researchers motivated to conduct out-of-sample tests? Several possible
reasons appear in the extant literature, given either implicitly or explicitly.

1. To mimic the behavior of a real-world investor. It is often argued that recursive or rolling
out-of-sample forecasts mimic the behavior of a practitioner in real time.Although this
argument may at first appear axiomatic, upon closer inspection, it is clear that much
hinges on the researcher’s view of how practitioners actually behave. For example,
Campbell and Thompson (2005) argue that real-world investors would not naively
run the unrestricted forecasting regressions that form the basis of out-of-sample tests
conducted in the literature. Instead, they would impose restrictions on the regression
coefficient β to require nonnegative estimates of the risk premium. They show that
when such restrictions are imposed, the evidence for out-of-sample predictability is
significantly stronger than when they are not imposed.These findings underscore the
important role of behavioral assumptions in the outcome of out-of-sample forecast
tests.

2. As protection against overfitting/data mining. Researchers often use the terms“overfitting”
and “data mining” synonymously. Moreover, it is commonly presumed that out-of-
sample tests can provide better protection against data mining than in-sample tests.
Whether this presumption is valid, however, depends on how the tests are imple-
mented. In much current practice, out-of-sample tests are routinely implemented
upon the completion of a statistically significant in-sample finding. In this case, out-
of-sample procedures offer no more protection from data mining than do in-sample
procedures. The problem is that once the out-of-sample exercise is completed, the
researcher knows exactly the out-of-sample performance of the forecasting variable
and is free to experiment with alternative predictors until she finds one that reduces the
mean-square forecast error. The irony here is that the stated motivation for routinely
implementing out-of-sample tests along-side in-sample tests is the desire to guard
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against data mining.Yet these observations suggest that if data mining is a concern,we
should be equally skeptical of in-sample and out-of-sample tests.

3. To detect structural change or model instability. It is sometimes argued that out-of-sample
tests provide one way of assessing whether there has been structural change in a
forecasting relation. For example, this argument motivates the investigation of Goyal
and Welch (2007), who write that out-of-sample tests “help determine whether a
model is stable and well specified,or changing over time,either suddenly or gradually.”
Indeed, Clark and McCracken (2005) study the effects of structural breaks on the
power of predictability tests and find that if predictability holds in part of the sample,
but is subject to structural change, out-of-sample tests may suggest no predictability,
while in-sample tests reject the null of no predictability. Similarly, Lettau and Van
Nieuwerburgh (2007) study the behavior of financial ratios such as the price-dividend
ratio and conclude that structural breaks in the mean of these ratios can account
for the discrepancy between in-sample and out-of-sample forecasting results where
these ratios are used as predictor variables. If model stability is the primary concern,
however, a simple subsample analysis using in-sample techniques can often address
these concerns. Moreover, in the presence of structural change, there are often more
powerful ways to do inference than the use of out-of-sample forecasting procedures.
Rossi (2005) develops a test of the joint null of no predictability and no parameter
instability and shows that it is locally asymptotically more powerful than rolling or
recursive out-of-sample tests.

We conclude this section on return predictability with the following summary.There
are many statistical issues that make inference about predictability of stock returns chal-
lenging. Among these, variables that predict stock returns tend to be highly persistent,
only predetermined rather than exogenous, and in some cases subject to structural breaks
in their mean values. Moreover, given the persistence of these variables, samples of the
size currently available are short, making asymptotic approximations less useful.

Despite these statistical concerns, the preponderance of evidence suggests that stock
returns are modestly predictable over longer horizons. Not only is the evidence for
predictability in excess stock returns much stronger than that of dividend growth, the
volatility of equity market valuation ratios cannot be explained by variation in expected
cash-flow measures alone, requiring forecastable variation in returns. Moreover, even the
most rigorous statistical tests suggest that stock returns are predictable both in-sample
and out-of-sample by some variables over some forecast horizons. At the same time,
there is some evidence of instability in the predictive relations. An important question
for future research is determining whether and how such forecastability changes over
time, and why. For now, we conclude that the numerator in the Sharpe ratio varies
and is likely to continue to be an important contributor to volatility in the risk-return
trade-off.
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3. THE CONDITIONAL VOLATILITY OF STOCK RETURNS AND
ITS RELATION TO THE CONDITIONALMEAN

The denominator of the Sharpe ratio is the conditional standard deviation of excess
returns. Although several papers have investigated the empirical determinants of stock
market volatility, few have found real macroeconomic conditions to have a quantitatively
important impact on conditional volatility. In a classic paper, Schwert (1989) finds that
stock market volatility is higher during recessions than at other times,but he also finds that
this recession factor plays a small role in explaining the behavior of stock market volatility
over time. Thus, existing evidence that stock market risk is related to the real economy
is at best mixed.There is even more disagreement among studies that seek to determine
the empirical relation between the conditional mean and conditional volatility of stock
market returns.We argue below that this disagreement is likely to be attributable, in part,
to the relatively small amount of conditioning information typically used in empirical
studies.

Empirical studies of the relation between the conditional mean and volatility of stock
returns have been based on a variety of estimation methodologies. A popular empirical
specification relates conditional means to conditional volatility in regressions taking the
form

E[Rs,t+1 − Rf ,t+1 | Zt] = α+ βVar(Rs,t+1 − Rf ,t+1 | Zt), (3.1)

where Zt denotes the information set of investors.Withα = 0,this empirical specification
is a valid representation of the risk-return trade-off in the CAPM.

A common empirical approach for modeling the conditional expectations underlying
the conditional mean on the left-hand side of (3.1) is to use projections of excess stock
market returns on to predetermined conditioning variables.12 Empirical studies differ
according to what conditioning information is used in projections of excess returns.We
discuss this further below.

Conditional volatility may also be measured by a projection onto predetermined con-
ditioning variables, taking the fitted value from this projection as a measure of conditional
variance or conditional standard deviation. The dynamic relation between conditional
volatility and conditional mean may then be assessed by evaluating the correlation
between fitted mean and fitted volatility obtained from these separate projections.

Within the set of papers that measure conditional volatility by a projection onto prede-
termined conditioning variables, two approaches are common. One is to take the squared
residuals from a regression of excess returns onto a predetermined set of conditioning

12A less common approach is to infer the conditional expected return from a model. Pastor et al. (2008) use a measure of the implied cost
of capital to infer the conditional expected stock return, an approach that delivers a positive risk-return relation in seven countries.
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variables and regress them on to the same set of conditioning variables, using the fitted
values from this regression as a measure of conditional variance. Notice that while the
residuals themselves are uncorrelated by construction with these conditioning variables,
the squared residuals need not be.This approach is taken by Campbell (1987) and Breen
et al. (1989). These authors find that when short-term nominal interest rates are high,
the conditional volatility of stock returns is high while the conditional mean of stock
returns is low, implying a negative risk-return trade-off.

Alternatively, volatility can be estimated using high-frequency (e.g., daily) return data
to compute the sample standard deviation of returns for longer holding periods.We call
such sample standard deviations constructed from high-frequency data a measure realized
volatility. The realized (ex-post) volatility computed from daily returns is then projected
onto time t information variables to obtain a consistent estimate of the conditional
variance (or conditional standard deviation) of returns.This approach is taken in French
et al. (1987),Schwert (1989),Whitelaw (1994),Ludvigson and Ng (2007). A variation on
this procedure is used by Ghysels et al. (2005) who forecast monthly variance computed
from daily returns with past daily squared returns.

Yet a third set of papers estimates conditional volatility of excess stock market returns
by specifying a parametric conditional volatility model, such as generalized autore-
gressive conditional heteroskedasticity (GARCH), GARCH-M, exponential GARCH
(EGARCH), or stochastic volatility. Examples include French et al. (1987), Bollerslev
et al. (1988), Glosten et al. (1993). A variation on this approach is taken by Brandt and
Kang (2004), who use a latent vector autoregressive for log mean and log volatility to
estimating the relation between the conditional mean and conditional volatility.

The methodologies described above estimate the conditional mean and conditional
volatility by presuming particular functional forms for fitted mean and fitted volatility.
Instead, the entire conditional distribution of asset returns could be estimated nonpara-
metrically, using a flexible parametric form for the conditional joint density of a vector
of asset returns.This approach is taken in Gallant et al. (1990),who use the seminonpara-
metric (SNP) methodology developed in Gallant and Tauchen (1989) to estimate the
conditional distribution of a vector of asset payoffs.The conditional mean and conditional
volatility can then be inferred from the estimated conditional distributions. The authors
use this methodology to compute conditional volatility bounds for stochastic discount
factor models. Harrison and Zhang (1999) use the SNP methodology to estimate how
the risk-return relation varies over different holding periods.

The advantage of the SNP methodology relative to the reduced-form approach taken
here is that it is potentially more efficient because it uses information on the entire
conditional distribution of asset returns. A potential disadvantage is that it requires non-
parametric estimation of the entire likelihood function, the dimensionality of which
can become large, especially as the desired number of return or conditioning series
increases. As an alternative, one could estimate the conditional moments themselves
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using a nonparametric sieve estimator (e.g.,Chen and Ludvigson,2004,2007).A rigorous
comparison of these methodologies and their implications for the dynamic risk-return
relation is beyond the scope of this chapter, but is a promising area for future research.

3.1. Updated Evidence on Risk and Return

Following much of the literature above, in this section, we provide summary evidence
on the dynamic relationship between the conditional mean excess return and condi-
tional volatility, using fitted values for mean and volatility from reduced-form forecasting
regressions. The fitted values provide one way of forming an empirical proxy for the
conditional mean and conditional volatility of stock returns and thereby investigating
the time-series behavior of their ratio over time. Most applications of this procedure,
however, are subject to a number of important criticisms that relate to the relatively
small amount of conditioning information that is typically used to model the condi-
tional mean and conditional volatility of excess stock market returns. Indeed, we argue
that the disagreement in the empirical literature on the risk-return relation is likely to
be attributable, in large part, to the relatively small amount of conditioning information
typically used. We make this argument for several reasons.

First, the conditional expectations underlying the conditional mean and conditional
volatility are typically measured as projections onto predetermined conditioning vari-
ables. But as Harvey (2001) points out, the decision of which predetermined conditioning
variables to be used in the econometric analysis can influence the estimated risk-return
relation. In practice, researchers are forced to choose among a few conditioning variables
because conventional statistical analyses are quickly overwhelmed by degrees-of-freedom
problems as the number rises. Such practical constraints introduce an element of arbitrari-
ness into the econometric modeling of expectations and may lead to omitted-information
estimation bias since a small number of conditioning variables is unlikely to span the infor-
mation sets of financial market participants. If investors have information not reflected
in the chosen conditioning variables used to model market expectations, measures of
conditional mean and conditional volatility will be misspecified and possibly highly
misleading.

Second, the estimated relation between the conditional mean and conditional volatil-
ity of excess returns often depends on the parametric model of volatility, e.g., GARCH,
GARCH-M, EGARCH, stochastic volatility, or kernel density estimation (Harvey,
2001). Many of these approaches implicitly use a relatively small amount of information
to model conditional volatility.

Third, the reliance on a small number of conditioning variables exposes existing anal-
yses to problems of temporal instability in the underlying forecasting relations being
modeled. For example, it is commonplace to model market expectations of future stock
returns using the fitted values from a forecasting regression of returns on to a mea-
sure of the market-wide dividend-price ratio. A difficulty with this approach is that the
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predictive power of the dividend-price ratio for excess stock market returns is unstable
and exhibits statistical evidence of a structural break in the mid-1990s (Lettau et al.,2008;
Lettau andVan Nieuwerburgh, 2007).

In this chapter, we discuss one potential remedy to these problems using the method-
ology of dynamic factor analysis for large data sets.The discussion follows the application
found in Ludvigson and Ng (2007).

Recent research on dynamic factor models finds that the information in a large number
of economic time series can be effectively summarized by a relatively small number of
estimated factors, affording the opportunity to exploit a much richer information base
than what has been possible in prior empirical study of the risk-return relation. In this
methodology, “a large number” can mean hundreds or, perhaps, even more than one
thousand economic time series. By summarizing the information from a large number
of series in a few estimated factors, the researcher can eliminate the arbitrary reliance on a
small number of exogenous predictors to estimate the conditional mean and conditional
volatility of stock returns,and make feasible the use of a vast set of economic variables that
are more likely to span the unobservable information sets of financial market participants.
An added benefit of this approach is that the use of common factors can provide robustness
against the structural instability that plagues low-dimensional forecasting regressions since
such instabilities in individual series often “average out” in the construction of common
factors (Stock andWatson,2002). In the analysis of this chapter,we include two estimated
factors in the construction of fitted mean found by Ludvigson and Ng (2007) to be
particularly important for forecasting quarterly excess returns on the aggregate stock
market.

One study that does not rely on predetermined conditioning variables in the construc-
tion of fitted moments is Brandt and Kang (2004) who model the conditional mean and
conditional volatility as latent state variables identified only from the history of return
data. An important advantage of this approach is that it eliminates the reliance on a few
arbitrary conditioning variables in forming estimates of conditional moments. A corre-
sponding disadvantage is that potentially useful information is discarded. Moreover, in
practice,latent variables must be modeled as following low-order,linear time-series repre-
sentations of known probability distribution. For example, Brandt and Kang assume that
the conditional mean and conditional volatility evolve according to first-order Gaussian
vector autoregressive processes. If the true representation is of higher order, nonlinear,
or non-Gaussian, we again face an omitted information problem.

In this chapter,we use realized volatility to model return volatility,motivated by recent
findings in the volatility modeling literature. Andersen et al. (2002) and Andersen et al.
(2003) argue that nonparametric volatility measures such as realized volatility benefit from
being free of tightly parametric functional form assumptions and provide a consistent
estimate of ex-post return variability. Realized volatility, in turn, permits the use of
traditional time-series methods for modeling and forecasting, making possible the use
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of estimated common factors from large data sets to measure conditional, or expected,
volatility.

To obtain a measure of realized volatility for the excess return on the CRSP-VW
index, we use the time-series variation of daily returns:

Vt =
√∑

k∈t

(Rsk − Rs)2, (3.2)

where Vt is the sample volatility of the market return in period t,Rsk is the daily CRSP-
VW return minus the implied daily yield on the three-monthTreasury bill rate,Rs is the
mean of Rsk over the whole sample, k represents a day, and t is a quarter.

3.1.1. Econometric Framework

As above, for t = 1, . . .T , let r e
s,t+1denote log excess returns in period t + 1 and let Vt+1

be an estimate of their volatility. In what follows, we will model returns and volatility
both in levels and logs.The objective is to estimate Etre

s,t+1, the conditional mean of r e
s,t+1,

and conditional volatility EtVt+1, using information up to time t. We confine ourselves
to estimation of Etre

s,t+1 and EtVt+1 using linear parametric models.
First, consider estimation of the conditional mean Etre

s,t+1. A standard approach is to
select a set of K predetermined conditioning variables at time t, given by the K × 1
vector Zt , and then estimate

r e
s,t+1 = β′Zt + εt+1 (3.3)

by least squares.The estimated conditional mean is then the fitted value from this regres-
sion, r̂s,t+1|t = β̂′Zt . An important question is whether we can go beyond (3.3) to make
use of the substantially more information that is available to market participants.That is,
suppose we observe a T ×N panel of data with elements xit , i = 1, . . .N , t = 1, . . . , T ,
where the cross-sectional dimension, N , is large, and possibly larger than the number of
time periods,T . Observe that there are potentially 2N possible combinations of predictor
variables to consider; letting xt denote the N × 1 vector of panel observations at time t,
estimates from the regression

r e
s,t+1 = γ ′xt + β′Zt + εt+1

quickly run into degrees-of-freedom problems as the dimension of xt increases, and
estimation is not even feasible when N + K > T .

To address this problem, Ludvigson and Ng (2007) posit that xit has a factor structure
taking the form

xit = λ′i ft + eit , (3.4)



Measuring and Modeling Variation in the Risk-Return Trade-off 661

where ft is a r × 1 vector of latent common factors, λi is a corresponding r × 1 vector
of latent factor loadings, and eit is a vector of idiosyncratic errors.The crucial point here
is that r << N so that substantial dimension reduction can be achieved by considering
the regression

r e
s,t+1 = α′F̂t + β′Zt + εt+1, (3.5)

where F̂t ⊂ f̂t ,and“hats”denote estimated values. In practice, ft are estimated by principal
components analysis (PCA).13,14

Here we estimate regressions of the form (3.5), where the vector F̂t contains the
“volatility” and “risk-premium” factors formed by Ludvigson and Ng (2007) from a
quarterly data set of 172 financial indictors, and the vector Zt contains a range of predictor
variables used in other studies to forecast excess stock returns.

What economic interpretation can be given to these factors? The “volatility factor,”
denoted F̂1t , is the square of the first common factor of the data set comprised of financial
indicators.This factor explains almost 80% of the contemporaneous variation in squared
stock market returns; therefore, we consider it a volatility factor. The “risk-premium”
factor, denoted F̂2t , is the third common factor from this data set and is highly correlated
with a linear combination of three state variables widely used in the empirical asset
pricing literature to explain cross-sectional variation in risk premia: the Fama-French
factors SMBt , HMLt , and the market return (Fama and French, 1993).We include these
factors here because F̂1t and F̂2t have strong forecasting power for quarterly excess stock
market returns, above and beyond that contained in other popular forecasting variables
such as the dividend-yield, ĉayt and short-term interest rates, consistent with findings in
Ludvigson and Ng (2007) (see Tables 11.1 and 11.2).

In what follows, we denote the fitted conditional mean

μt ≡ r̂ e
s,t+1|t = α̂′F̂t + β̂′Zt , (3.6)

where μt is an estimate of either the conditional mean of log excess returns, Et(r e
s,t+1),

or the conditional mean of level excess returns Et(Re
s,t+1). In the tables below, we report

results for both cases.

13To be precise, the T × r matrix f̂ is
√

T times the r eigenvectors corresponding to the r largest eigenvalues of the T × T matrix
xx′/(TN ) in decreasing order. Let + be the N × r matrix of factor loadings (λ′1, . . . , λ′N )′. + and f are not separately identifiable, so
the normalization f ′ f /T = Ir is imposed, where Ir is the r-dimensional identity matrix. With this normalization, we can additionally
obtain +̂ = x′ f̂ /T , and χ̂it = λ̂ ′i f̂t denotes the estimated common component in series i at time t. The number of common factors, r ,
is determined by the panel information criteria developed in Bai and Ng (2002).

14Under the assumption that N , T →∞with
√

T/N → 0,Bai and Ng (2006) showed that (i) (̂α, β̂) obtained from least squares estimation
of (3.5) are

√
T consistent and asymptotically normal, and the asymptotic variance is such that inference can proceed as though ft is

observed, (ii) the estimated conditional mean,μt = F̂ ′t α̂+ Z ′t β̂ is min[√N ,
√

T ] consistent and asymptotically normal, and (iii) the h
period forecast error mt+h − mt+h|t from (3.5) is dominated in large samples by the variance of the error term, just as if ft is observed.
The importance of a large N must be stressed, however, as without it, the factor space cannot be consistently estimated however large T
becomes.
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Given a measure of the volatility of excess returns at time t, estimation of conditional
volatility is carried out in the same way as estimation of the conditional mean, and the
same asymptotic results for conducting inference apply.That is,we estimate a final model
for volatility based on

Vt+1 = b′Zt + ut+1. (3.7)

In principal, factors could be included as additional regressors in (3.7); we omit them
here because Ludvigson and Ng (2007) found that much of the information in estimated
factors for future volatility was subsumed by conventional predictor variables. In what
follows, we denote the fitted conditional volatility

σt ≡ V̂t+1|t = b̂ ′Zt , (3.8)

and use it as a measure of the conditional volatility of excess returns, EtVt+1. For the
CRSP-VW index, the quarterly mean excess return is 0.019; the quarterly standard
deviation is 0.0817.

A related estimator of the conditional variance is explored in a recent paper by
Ghysels et al. (2005).They use a mixed data sampling approach, which they call MIDAS,
that forecasts the monthly variance with a weighted average of lagged daily squared
returns. The MIDAS estimator explains about 40% of the variation of realized variance
in the subsequent month because the estimated weights on the lagged daily squared
returns decay slowly, thereby capturing the persistence in the conditional variance.
The lagged daily squared returns can be thought of as elements of Zt in (3.7). They
find that the MIDAS estimator of conditional variance is positively related to and
explains about 2% of the variation of next month’s stock market returns (and 5% in the
period since 1964). Since expected returns are modeled as a function of time-t volatil-
ity, they find a positive relation between conditional expected returns and conditional
volatility.

The final aspect of our econometric framework is a reduced-form linear equation for
the conditional mean as a function of the contemporaneous conditional volatility and
lags of the two:

μt = δ+ β1σt + β2σt−1 + αμt−1 + εt . (3.9)

This is a generalization of the more common volatility-in-mean model that relates the
conditional mean to the conditional volatility of returns. Here, we follow Whitelaw
(1994), Brandt and Kang (2004), and Ludvigson and Ng (2007) and include lags of
μt and σt in modeling the risk-return relation. These studies all find important lead-lag
interactions between conditional mean and conditional volatility.The coefficient β1 mea-
sures the volatility-in-mean effect; the coefficient β2 measures the lag-volatility-in-mean
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effect.15 We refer to the estimated relation between μt and σt when lags of μt and σt are
included in the risk-return regression as the conditional risk-return relation.

In what follows, we also consider specifications in which lagged values of mean and
volatility are omitted as regressors in estimating the risk-return relation:

μt = δ+ βσt + εt . (3.10)

We refer to the estimated relation between μt and σt from the empirical specification
(3.10) as the unconditional risk-return relation.

3.1.2. Forecasts of Volatility

When constructing volatility forecasts, a question arises as to whether the volatility of
returns should be forecast in logs or in levels. One reason to take logs is that variances
cannot be negative. Another is that the realized volatility measures using daily returns
give a lot of weight to relatively rare, high-volatility periods (Engle and Patton, 2000).
However, the risk-return relation and the conditional Sharpe ratio are a function of the
level of volatility rather than its log value. We discuss this issue further below. Here, we
present forecasts for volatility both in levels and in logs.

Table 11.4 presents long-horizon regressions of volatility, Vt+h, for several horizons,
t + 1, . . h, on a variety of predictive variables. Table 11.4A presents results for the level
of volatility; Table 11.4B presents results for the log of volatility. Each table reports
the regression coefficient, heteroskedasticity and autocorrelation consistent t statistic,
and adjusted R2 statistic. There is substantial autocorrelation in measured volatility, thus
we include two lags of volatility in our forecasting equations for Vt . The results of
estimating a purely autoregressive specification are reported in row 1 of each table. Past
volatility is a statistically significant predictor of future volatility up to four quarters
ahead, with adjusted R2 statistics monotonically declining from 22% at a one-quarter
horizon.At a horizon of six quarters,past volatility has little explanatory power for future
volatility.

The second and third rows of Table 11.4A display the forecasting power of the
consumption-wealth ratio proxy, ĉayt , for future volatility using quarterly data. Two
aspects of these findings stand out. First, the signs of the significant coefficients in these
regressions are all negative. Recalling that high values of ĉayt predict high excess returns
(Table 11.1), this result implies that conditional expected excess returns are negatively

15Ludvigson and Ng (2007) have also studied an analogous mean-in-volatility equation taking the form

σt = δ+ α1μt + α2μt−1 + βσt−1 + ξt+1.

The empirical results lead to the same conclusions about the risk-return relation as the volatility-in-mean equation (3.9). We therefore
omit those results to conserve space.
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Table 11.4A Levels: Forecasting stock market volatility

Row Regressors Forecast horizon H in quarters

1 2 4 6 8 12 16 24

1 Vt 0.35 0.43 0.34 0.21 0.04 −0.08 −0.08 −0.03
(5.45) (4.48) (2.31) (1.48) (0.41) (−0.69) (−0.51) (−0.15)

Vt−1 0.22 0.07 −0.06 −0.12 −0.07 −0.08 0.04 0.26
(3.18) (0.89) (−0.63) (−0.88) (−0.61) (−0.41) (0.23) (1.10)
[0.22] [0.20] [0.10] [0.04] [0.00] [0.00] [0.00] [0.03]

2 ĉayt −0.71 −1.09 −1.60 −1.87 −1.97 −1.41 −0.59 −0.41
(−2.88) (−3.25) (−3.72) (−3.78) (−3.67) (−2.55) (−0.83) (−0.59)
[0.10] [0.14] [0.19] [0.20] [0.19] [0.08] [0.01] [0.00]

3 Vt 0.34 0.38 0.32 0.15 0.04 −0.03 −0.04 0.05
(4.88) (4.26) (2.25) (1.56) (0.38) (−0.20) (−0.21) (0.21)

Vt−1 0.17 0.05 −0.09 −0.04 0.10 0.11 0.11 0.31
(2.84) (0.78) (−0.94) (−0.28) (0.76) (0.41) (0.55) (1.28)

ĉayt −0.55 −0.91 −1.48 −1.79 −2.11 −1.57 −0.75 −1.07
(−3.69) (−4.26) (−4.15) (−3.98) (−3.97) (−2.44) (−0.92) (−1.39)
[0.27] [0.29] [0.27] [0.21] [0.19] [0.07] [0.01] [0.05]

4 Vt 0.35 0.40 0.37 0.22 0.09 −0.02 −0.06 −0.09
(4.72) (4.49) (2.40) (1.76) (0.84) (−0.16) (−0.43) (−0.44)

Vt−1 0.19 0.09 −0.07 −0.08 0.00 0.00 0.05 0.25
(2.53) (1.14) (−0.69) (−0.58) (−0.03) (0.00) (0.24) (1.07)

dt − pt −0.01 −0.02 −0.03 −0.04 −0.04 −0.03 −0.01 0.05
(−2.39) (−2.52) (−2.12) (−1.58) (−1.25) (−0.70) (−0.17) (1.20)
[0.24] [0.23] [0.16] [0.09] [0.04] [0.01] [−0.01] [0.05]

5 Vt 0.34 0.38 0.32 0.17 0.06 0.01 −0.03 0.00
(4.74) (4.23) (2.29) (1.68) (0.64) (0.11) (−0.16) (0.00)

Vt−1 0.17 0.06 −0.09 −0.02 0.13 0.12 0.11 0.32
(2.68) (0.78) (−0.89) (−0.19) (1.04) (0.42) (0.55) (1.34)

ĉayt −0.49 −0.81 −1.33 −1.64 −1.96 −1.51 −0.74 −1.30
(−3.80) (−4.59) (−3.90) (−3.72) (−3.76) (−2.44) (−0.93) (−1.46)

dt − pt −0.01 −0.01 −0.01 −0.02 −0.02 −0.02 −0.01 0.06
(−1.29) (−1.27) (−1.06) (−0.76) (−0.74) (−0.52) (−0.15) (1.34)
[0.27] [0.29] [0.27] [0.22] [0.20] [0.08] [0.00] [0.09]

6‡ Vt 0.21 0.23 0.15 −0.03 −0.15 −0.16 −0.25 −0.21
(3.14) (2.59) (1.07) (−0.30) (−1.15) (−1.23) (−1.66) (−1.23)

Vt−1 0.12 0.01 −0.14 −0.01 0.17 0.11 0.02 0.10
(2.08) (0.07) (−1.38) (−0.07) (1.61) (0.47) (0.12) (0.66)
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Table 11.4A Levels: Forecasting stock market volatility

Row Regressors Panel A: Forecast horizon H in quarters

1 2 4 6 8 12 16 24

6‡ ĉayt −0.44 −0.75 −1.26 −1.57 −1.88 −1.27 −0.22 0.22
(−3.30) (−3.47) (−3.93) (−4.14) (−4.46) (−2.63) (−0.31) (0.34)

dt − pt −0.01 −0.02 −0.03 −0.04 −0.05 −0.06 −0.05 −0.09
(−2.49) (−2.30) (−2.15) (−1.74) (−1.60) (−1.31) (−1.12) (−1.65)

DEFt 0.00 0.00 0.01 0.01 0.02 0.01 0.02 0.05
(0.47) (0.34) (0.54) (0.52) (0.75) (0.63) (0.81) (2.28)

CPt 1.68 2.30 2.52 3.01 3.87 2.19 1.25 1.03
(3.29) (3.04) (3.23) (3.33) (3.75) (2.04) (0.95) (0.68)

TB1Yt 0.13 0.20 0.31 0.37 0.39 0.65 0.75 0.93
(2.06) (1.84) (1.66) (1.64) (1.47) (2.59) (2.11) (2.64)
[0.33] [0.37] [0.37] [0.35] [0.37] [0.28] [0.24] [0.38]

Table 11.4B Logs: Forecasting stock market volatility

Row Regressors Forecast horizon H in quarters

1 2 4 6 8 12 16 24

1 log(Vt) 0.44 0.51 0.44 0.25 0.06 −0.06 −0.05 0.01
(8.88) (6.90) (3.28) (2.05) (0.57) (−0.46) (−0.34) (0.04)

log(Vt−1) 0.23 0.08 −0.11 −0.12 −0.05 −0.08 0.03 0.18
(3.45) (0.97) (−1.05) (−0.90) (−0.34) (−0.39) (0.15) (0.80)
[0.34] [0.29] [0.16] [0.05] [−0.01] [0.00] [−0.01] [0.01]

2 ĉayt −9.43 −10.49 −11.15 −10.57 −9.75 −6.10 −2.38 −1.54
(−2.62) (−3.21) (−3.70) (−3.74) (−3.70) (−2.53) (−0.85) (−0.67)
[0.08] [0.13] [0.17] [0.17] [0.15] [0.07] [0.01] [0.00]

3 log(Vt) 0.43 0.45 0.42 0.19 0.04 −0.01 −0.02 0.10
(7.51) (7.08) (3.10) (1.97) (0.40) (−0.09) (−0.09) (0.40)

log(Vt−1) 0.19 0.07 −0.16 −0.06 0.13 0.12 0.10 0.23
(2.78) (0.88) (−1.42) (−0.40) (0.81) (0.47) (0.48) (1.00)

ĉayt −6.60 −8.12 −9.93 −9.81 −10.73 −7.01 −2.99 −3.72
(−4.11) (−4.26) (−4.18) (−3.89) (−4.09) (−2.49) (−0.97) (−1.41)
[0.37] [0.35] [0.30] [0.19] [0.16] [0.07] [0.00] [0.04]

4 log(Vt) 0.44 0.47 0.47 0.27 0.10 −0.01 −0.06 −0.06
(8.28) (6.90) (3.37) (2.29) (0.92) (−0.08) (−0.38) (−0.29)

log(Vt−1) 0.21 0.11 −0.13 −0.09 0.01 0.00 0.03 0.18
(3.07) (1.25) (−1.14) (−0.67) (0.09) (0.00) (0.14) (0.79)

(Continued)
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Table 11.4B (Continued)

Row Regressors Panel B: Forecast horizon H in quarters

1 2 4 6 8 12 16 24

4 dt − pt −0.13 −0.17 −0.20 −0.18 −0.18 −0.08 0.01 0.17
(−2.28) (−2.30) (−1.76) (−1.18) (−0.90) (−0.40) (0.08) (1.20)
[0.34] [0.30] [0.21] [0.08] [0.02] [−0.01] [−0.01] [0.03]

5 log(Vt) 0.43 0.45 0.43 0.20 0.06 0.01 −0.02 0.04
(7.49) (6.74) (3.14) (2.02) (0.54) (0.06) (−0.14) (0.17)

log(Vt−1) 0.18 0.07 −0.15 −0.05 0.14 0.13 0.09 0.24
(2.78) (0.87) (−1.38) (−0.35) (1.01) (0.47) (0.45) (1.08)

ĉayt −6.12 −7.55 −9.35 −9.35 −10.29 −6.89 −2.99 −4.45
(−3.89) (−4.06) (−3.82) (−3.51) (−3.69) (−2.46) (−0.96) (−1.42)

dt − pt −0.04 −0.05 −0.05 −0.05 −0.08 −0.06 0.02 0.21
(−0.68) (−0.70) (−0.54) (−0.36) (−0.40) (−0.25) (0.08) (1.31)
[0.37] [0.35] [0.30] [0.19] [0.16] [0.07] [0.00] [0.08]

6‡ log(Vt) 0.33 0.33 0.26 −0.01 −0.17 −0.16 −0.23 −0.17
(6.54) (4.59) (2.07) (−0.08) (−1.22) (−1.08) (−1.47) (−1.03)

log(Vt−1) 0.14 0.04 −0.20 −0.03 0.19 0.13 0.02 0.05
(2.12) (0.46) (−1.78) (−0.18) (1.59) (0.59) (0.10) (0.34)

ĉayt −5.57 −7.03 −8.95 −9.07 −10.02 −5.98 −1.09 0.44
(−3.39) (−3.57) (−3.94) (−3.90) (−4.49) (−2.79) (−0.41) (0.19)

dt − pt −0.13 −0.14 −0.17 −0.18 −0.21 −0.20 −0.14 −0.29
(−2.01) (−1.77) (−1.63) (−1.21) (−1.16) (−1.00) (−0.82) (−1.50)

DEFt 0.02 0.00 0.06 0.06 0.09 0.05 0.08 0.15
(0.30) (0.02) (0.47) (0.44) (0.72) (0.56) (0.76) (2.17)

CPt 17.61 17.47 15.40 18.73 22.95 11.53 6.24 3.48
(3.09) (2.96) (2.85) (3.50) (3.68) (2.38) (1.21) (0.70)

TB1Yt 2.06 2.49 2.81 2.73 2.38 3.11 3.01 3.13
(2.35) (2.25) (2.03) (1.91) (1.66) (2.71) (2.22) (2.82)
[0.41] [0.41] [0.40] [0.33] [0.37] [0.29] [0.25] [0.36]

The table presents results from long-horizon regressions of stock market volatility on lagged variables using quarterly data from
1952:4–2000:4, OLS estimation. The dependent variable at each forecast horizon H is the H-step ahead volatility, equal to

vt+1,t+H = [#s∈t+1,...,t+h(rs − r̄)2]1/2,

where v denotes the standard deviation of the CRSP value-weighted index estimated from daily returns.The H-period volatilities
are regressed on one-period lagged values of the log dividend yield, dt − pt , the consumption-wealth ratio proxy ĉayt = ct −
β̂aat − β̂yyt , the BAA Corporate Bond rate minus the AAA Corporate Bond rate, DEFt , the difference between the yield on
six-month commercial paper and the three-monthTreasury bill yield,CPt , the one-yearTreasury yield,TB1Yt , and their own first
and second lagged values,denoted Vt and Vt−1. For each regression, the table reports OLS estimates of the regressors,Newey–West
corrected t-statistics in parentheses, and adjusted R2 statistics in square brackets. The sample period is the fourth quarter of 1952
to the fourth quarter of 2000 for quarterly forecasts, except for regression 6 (marked with a ‡), which uses a sample running from
the second quarter of 1953 to the fourth quarter of 2000, the largest common sample for which all the data are available.
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related to conditional volatility forecasts based on prediction by ĉayt . The finding sug-
gests that stock market volatility by itself is a poor proxy for variation in the equity risk
premium since high risk-premia cannot be explained by high stock market volatility and
vice versa. Second, the regression results indicate that ĉayt is both a statistically significant
and economically important determinant of future stock market volatility. When ĉayt is
the sole predictive variable (row 2), it is statistically significant at the 5% level, over hori-
zons ranging from 1 to 12 quarters, with R2 statistics starting at 12% for a one-quarter
horizon and rising to a peak of 19% six quarters ahead.The marginal predictive power of
ĉayt survives when past volatility is controlled for (row 3).These results demonstrate that
volatility is predictable by at least some of the same variables that predict excess returns,
contrary to perception that this is not the case (e.g., Cochrane, 2005, p. 396.).

The fourth row of Table 11.4A uses the dividend-price ratio to forecast volatility.The
coefficient on this variable, like that on ĉayt , is negative, and it is statistically significant
up to three quarters ahead, although the predictive power of the dividend-yield is driven
out by ĉayt (row 5).

The sixth row adds three additional regressors to the set of forecasting variables for
volatility: DEFt , a commercial paper-Treasury spread, CPt , and the one-year Treasury
yield, TB1Yt . The last three predictive variables are those used by Whitelaw (1994) to
forecast volatility at monthly and quarterly horizons. In this multivariate regression, all
variables have marginal predictive power at one horizon or another, with ĉayt , dt − pt ,
and CPt displaying forecasting power at horizons less than six quarters, and TB1Yt

displaying forecasting power at horizons in excess of three years; the default spread only
has forecasting power at a 24-quarter horizon.

The same results are presented in Table 11.4B for log volatility. The results are very
similar to those obtained when the level of Vt is forecast. The log specification is found
to explain a larger fraction of future log volatility than the level specification explains of
the future level of volatility.

A noteworthy aspect of the results in Tables 11.4A and 11.4B is the finding that
quarterly conditional volatility varies: although there is a vast literature documenting
time variation in stock market volatility at high frequencies, it is often thought that
volatility is not strongly forecastable at frequencies as low as a quarter (e.g., Campbell,
2003; Christoffersen and Diebold, 2000).The evidence presented here, along with more
recent evidence in Brandt and Jones (2005), shows that conditional volatility varies over
horizons ranging from a quarter to several years.

Figure 11.1 plots an estimate over time of the conditional volatility of the excess return
on the CRSP-VW index.The figure plots the fitted values from the regression specifica-
tion given in row 3 of Table 11.4A, which includes ĉayt and two lags of volatility as pre-
dictors of quarterly volatility. NBER dated recessions are indicated with shaded bars.The
figure suggests that conditional volatility is high in recessions but falls through the course
of the recession when expected returns are rising. By contrast, conditional volatility
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Figure 11.1 Conditional volatility for the CRSP-VW Index.
Note: Shading denotes quarters designated recession by the NBER.
Source: Authors’ calculations.

tends to rise over the course of an expansion when conditional expected returns are
falling.

The estimates above rely on realized volatility as a measure of the variance of stock
returns. There are many other possible measures of volatility available to the researcher.
Among these are variants of the standard GARCH and EGARCH models developed
by Bollerslev (1986) and Nelson (1991). Harvey (2001) considers a range of possibilities
for modeling volatility including modeling conditional volatility using nonparametric
density estimation, GARCH or EGARCH estimation, or forming a variance estimator
based on the squared residuals from a regression of returns on conditioning variables.
Engle (2001) explores a wide range of potential estimators based on GARCH type
models that can be used for any type of nonnegative time-series such as volatility. He
proposes a multiplicative error model that specifies the forecast error of the nonnegative
series to be multiplied by its conditional mean. Engle shows that this model can be
estimated with GARCH software by taking the square root of the realized variance as
the dependent variable, specifying it to have zero mean, and an error process assumed
normal GARCH(p, q) with possible exogenous variables.

3.1.3. Empirical Results on Risk and Return

We now turn to estimates of (3.9), the generalized volatility-in-mean model that relates
the conditional mean to the conditional volatility of returns. Table 11.5 reports results
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Table 11.5 Risk-return Trade-off

Row Constant σt σt−1 μt−1 R2

Levels

zr
t = (cayt−1), zv

t = (Vt−1, Vt−2, cayt−1)

1 0.08 −1.02 0.36
(6.03) (−4.46)

2 0.02 −1.02 0.76 0.03 0.71
(2.26) (−0.96) (13.45) (0.13)

zr
t = (cayt−1, F̂1t−1, F̂2t−1, RRELt−1), zv

t = (Vt−1, Vt−2, cayt−1)

3 0.04 −0.33 0.02
(1.90) (−1.00)

4 0.02 0.75 0.55 −1.03 0.35
(2.52) (2.24) (8.36) (−3.69)

Logs

zr
t = (cayt−1), zv

t = (Vt−1, Vt−2, cayt−1)

5 −0.13 −0.05 0.23
(2.84) (−3.18)

6 −0.02 −0.00 0.80 −0.01 0.70
(−1.34) (−0.05) (17.92) (−0.89)

zr
t = (cayt−1, F̂1−1, F̂2t−1, RRELt−1), zv

t = (Vt−1, Vt−2, cayt−1)

7 0.00 −0.00 0.00
(0.04) (−0.16)

8 −0.02 0.05 0.59 −0.06 0.34
(−0.52) (2.78) (9.42) (−3.65)

This table reports results from the regressions of conditional expected excess returns on conditional volatility:

μ̂t = α0 + α1̂vt + α2̂vt−1 + α3μ̂t−1 + et ,

where fitted conditional moments are constructed from linear regressions

μ̂t = β̂r z
r
t and v̂t = β̂vz

v
t

rt − r f
t = βr z

r
t−1 + ert and vt = βvz

v
t−1 + ert .

The top panel reports results for conditional excess return and conditional standard deviations while the bottom
panel reports results for conditional log excess returns and conditional log standard deviations.The sample runs from
the first quarter of 1953 to the first quarter of 2001.

from estimating (3.9).The top panel displays results relating the conditional excess return
to the conditional standard deviation (in levels) of returns; the bottom panel presents the
results using the conditional log excess return and the conditional log standard deviation
of returns. In each case, fitted volatility (3.8) is constructed using Zt =

(
ĉayt , Vt , Vt−1

)′.
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Fitted mean,(3.6), is constructed using one of two sets of conditioning information:Zt =
ĉayt alone, or Zt =

(
ĉayt , RRELt

)′, and F̂ = (
F̂1t , F̂2t

)′. Based on the evidence presen-
ted inTables 11.1 and 11.2, each of ĉayt , F̂1t , F̂2t , and RRELt are found to have marginal
predictive power for excess returns, and so are included in the information set used to
construct fitted mean (3.6).

Several results inTable 11.5 deserve emphasis. First,when lags of μt and σt are omitted
from the risk-return regression, as when estimating specification (3.10), the estimated
relation between fitted mean and fitted volatility is negative, although it is not statis-
tically significant when F̂ = (

F̂1t , F̂2t
)′ are included as conditioning variables in the

construction of fitted mean. Thus, the unconditional risk-return relation is negative but
not statistically different from zero. Graham and Harvey (2008) use multiyear surveys
of Chief Financial Officers of U.S. corporations and find that the conditional expected
excess return at a one-year horizon is negatively correlated with ex-ante measures of
volatility. Such a negative correlation between conditional mean and conditional volatility
is inconsistent with leading equilibrium asset pricing models that are capable of gener-
ating a countercyclical price of risk (e.g., Barberis et al., 2001; Campbell and Cochrane,
1999). These models predict a positive correlation between the conditional mean and
conditional volatility, and generate a countercyclical Sharpe ratio only because there is
more variation in the mean than in conditional volatility.16

Second, in all cases, the lagged values of mean and volatility are a statistically important
feature of the empirical risk-return relation; these variables are strongly statistically signif-
icant and add considerably to overall fit of the regression, consistent with the findings of
Whitelaw (1994) and Brandt and Kang (2004). Thus, the conditional risk-return relation
(3.9) fits the data far better than the unconditional risk-return relation (3.10).

Third, the results inTable 11.5 show that distinguishing between the conditional risk-
return relation (conditional on lagged mean and lagged volatility) and unconditional
relation is important for understanding the empirical risk-return relation, but depends
on the conditioning information used to construct fitted mean, μt . The conditional
correlation between the fitted mean and fitted volatility is positive whenever information
on the volatility and risk-premium factors F̂ = (

F̂1t , F̂2t
)′ are used in the construction of

fitted mean. In this case, the volatility-in-mean effect β1 in (3.9) is positive and strongly
statistically significant (rows 2 and 4). In this case, the sign of the conditional risk-return
relation is opposite of the sign of the unconditional relation. On the other hand, when
information on F̂ = (

F̂1t , F̂2t
)′ is omitted in the construction of μt , as, e.g.,when ĉayt is

16One theoretical framework that can generate a negative correlation between the conditional first and second moments of returns
is the model considered in Whitelaw (2000). Whitelaw, building off work by Abel (1988) and Backus and Gregory (1993), assumes
that consumption growth follows a Markov regime-switching process with time-varying transitory probabilities and shows that such
a structure can generate a negative correlation between stock market volatility and expected returns. An important difficulty with
this Markov regime-switching framework, however, is that it does not deliver persistent price-dividend ratios nor does it generate
long-horizon forecastability of excess returns by the consumption-wealth ratio.
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the only conditioning information, the conditional risk-return relationship has the same
sign as the unconditional relationship, which is negative (rows 1 and 3).

Initially, these results might seem to suggest that the estimated risk-return relation can
depend on the conditioning variables used in the construction of fitted moments. It is
important to bear in mind,however, that the fitted moments constructed here use factors
F̂ = (

F̂1t , F̂2t
)′,which already summarize a large amount of economic information upon

which expectations may be based,and are included because statistical criteria for choosing
parsimonious models of relevant factors and conditioning variables found these variables
to be important for forecasting excess returns.17 Thus, the inclusion of F̂1t and F̂2t makes
our analysis less dependent than previous applications on only a handful of predetermined
conditioning variables. In addition, results in Ludvigson and Ng (2007) indicate that the
conclusions reached here about the estimated risk-return relation are robust to using
a variety of statistically relevant factors and conditioning variables in the modeling of
fitted moments, as long as the two financial factors (volatility and risk-premium) F̂1t

and F̂2t are included when estimating the conditional mean. This is important because
statistical criteria considered in Ludvigson and Ng (2007) indicate that these factors have
marginal forecasting power for future returns that should not be omitted when modeling
the conditional mean.

The finding that the sign of the estimated risk-return relation depends on whether
lagged mean and lagged volatility are included in the risk-return regression (3.9) is con-
sistent with that of Brandt and Kang (2004) who argue that the distinction may explain
the disagreement in the literature about the contemporaneous correlation between risk
and return. In contrast to Brandt and Kang (2004), however, the results here and in
Ludvigson and Ng (2007) imply a positive conditional correlation between risk and
return (conditional on lagged mean and lagged volatility) that is strongly statistically
significant, whereas the unconditional correlation is weakly negative and statistically
insignificant whenever the information in F̂1t and F̂2t is used in the construction of
fitted mean. Brandt and Kang (2004) report a negative conditional correlation and a
positive unconditional correlation.

There are a number of possible reasons why the results here differ from those of
Brandt and Kang. First, the econometric methodologies differ. Brandt and Kang use a
latent VAR approach to model the conditional mean and conditional volatility, assuming
that these variables follow first-order, linear Gaussian processes. This approach relies on
the history of returns to infer μt and σt and does not condition upon the vast set of
exogenous information variables used to construct the latent factors F̂1t and F̂2t . Second,

17See Ludvigson and Ng (2007). Ludvigson and Ng also considered factors constructed from a large data set of macroeconomic indicators.
The information in these factors for future mean returns was subsumed by information in the financial factors used here. They did find
one factor estimated from a large data set of macroeconomic indicators to have predictive power for realized stock return volatility.
We omit this variable here in our construction of fitted volatility because doing so does not change the main results of the risk-return
regression (3.9).
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Brandt and Kang model the log moments, whereas we follow the bulk of the literature
and model the relation between the mean and volatility in levels.18 Third, our sample
size and data frequency differ:Brandt and Kang studied monthly data from January 1946
through December 1998, while the construction of factors follows Ludvigson and Ng
(2007) and uses quarterly data from the first quarter of 1960 to the second quarter of
2003. Several variables that are important for predicting returns and volatility (e.g., cayt)
are only available at quarterly frequency and the predictable dynamics may vary from
monthly to quarterly horizons.

4. THE CONDITIONAL SHARPE RATIO
In this section, we investigate the time-series behavior of the conditional Sharpe ratio
using our estimates of fitted mean and fitted volatility from the previous sections.

Above, we computed estimates of conditional volatility by forecasting both the level
and the log of the volatility of returns. The conditional Sharpe ratio, however, is a
function of the level of volatility rather than its log value. In practice, we find that our
estimate of fitted volatility in levels is never negative in our sample (see Fig. 11.1). At
the same time, some of the estimated coefficients in the fitted volatility regressions are
negative (Table 11.4A), suggesting that the positive forecasts of volatility could break
down out of sample.

If we assume that the log of volatility is normally distributed,then a Jensen’s adjustment
to the conditional forecast of the log of the variance delivers an estimate of the conditional
forecast of the level.Thus, estimates of the conditional expectation of the log of volatility
could be used to obtain estimates of the conditional expectation of the level of volatility
that are identically positive.Without a detailed investigation into whether this normality
assumption is plausible for our quarterly data set or how best to model the Jensen’s
adjustment,19 for the purposes of this chapter,we adopt the approach of simply computing
the conditional Sharpe ratio using the fitted values from our regressions in levels. Thus,
we report estimates of

SRVW
t = Et(Rs,t+1 − Rf ,t)

σt
(
Rs,t+1 − Rf ,t

) = μt

σt
,

where SRVW
t denotes the quarterly Sharpe ratio on the CRSP-VW stock market index,

and the numerator and denominators are computed as fitted values for mean and volatility,
as discussed above.With these fitted values in hand,an estimated value of SRVW

t is plotted

18Brandt and Kang use their assumption that the log moments are bivariate normally distributed to infer the relation between the level
moments.

19The Jensen’s adjustment requires an estimate of the conditional volatility of volatility, or the conditional fourth moment of returns.
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Figure 11.2 Conditional Sharpe ratio.
Note: Shading denotes quarters designated recession by the NBER.
Source: Authors’ calculations, Campbell and Cochrane (1999).

over time in Fig. 11.2. For this plot,we forecast Rst+1 − Rft+1 using the log consumption-
wealth ratio proxy, ĉayt ; and we forecast Vt using cayt and two lags of Vt . The figure is
similar if we include other conditioning variables discussed above.

Figure 11.2 shows that the Sharpe ratio,plotted on a quarterly basis,is strongly counter-
cyclical, falling over the course of an expansion and rising at the beginning of recessions,
consistent with the evidence in Harvey (2001). There are a few periods during which
the conditional Sharpe ratio is estimated to be negative.This occurs because our estimate
of conditional expected returns – the fitted values from a regression of excess returns on
lagged variables – are occasionally negative, a result attributable to the linear regression
specification underlying our identification of expected returns. The result is not unique
to the use of any particular forecasting variable. Nevertheless, its worth noting that an
occasional negative risk premium on stock market wealth is not necessarily inconsistent
with equilibrium asset pricing models in which the covariance of consumption growth
with the stochastic discount factor varies over time (Boudoukh et al., 1997;Whitelaw,
2000).

How well do economic models explain the time-series behavior of the Sharpe ratio
displayed in Fig. 11.2? To address this question, it is instructive to first derive the formula
for the conditional Sharpe ratio in any economic model with stochastic discount factor
(pricing kernel) Mt+1. In the models considered here,Mt+1 is the intertemporal marginal
rate of substitution in consumption, or pricing kernel. The asset pricing model comes
from the first-order conditions for optimal consumption choice, which imply that, for
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any traded asset indexed by i, the following equation holds:

Et
[
Mt+1

(
1+ Ri,t+1

)] = 1. (4.1)

Equation (4.1) shows that the intertemporal marginal rate of substitution in consump-
tion, 't , is the stochastic discount factor, or pricing kernel. Applying a covariance
decomposition to (4.1), and using Rft = 1/Et(Mt+1), the risk premium on stocks is
given by

Et(Rs,t+1)− Rf ,t+1 = −Rf ,t+1covt(Mt+1, Rs,t+1)

= −Rf ,t+1σt
(
Mt+1

)
σt
(
Rs,t+1

)
ρt
(
Mt+1,Rst+1

)
,

where σt(x) denotes the standard deviation of x conditional on time t information, and
ρt(x, y) denotes the correlation between x and y conditional on time t information.
Thus, the conditional Sharpe ratio for any model with pricing kernel Mt+1 is given by

Et(Rs,t+1)− Rf ,t+1

σt
(
Rs,t+1

) = −Rf ,t+1σt
(
Mt+1

)
ρt
(
Mt+1,Rs,t+1

)
.

The conditional Sharpe ratio can vary if either the risk-free rate Rf ,t+1 varies if the pricing
kernel is conditionally heteroskedastic so that σt(Mt+1) varies, or if the conditional
correlation ρt(Mt+1,Rs,t+1) varies.

We argue here that many consumption-based asset pricing models are unlikely to
explain the dynamic behavior of the empirically estimated Sharpe ratio displayed in
Fig. 11.2. As an illustration of the existing theoretical gap, we consider the implied
conditional Sharpe ratios from three models and compare their behavior to that of the
empirical Sharpe ratio plotted in Fig. 11.2. These models are

• The habit model explored in Campbell and Cochrane (1999). This model has been
uniquely successful at rationalizing a range of asset pricing phenomena in a single
framework, including the predictability of excess stock returns, the average value of
the equity risk premium, the low mean and volatility of interest rates, and variability
in the conditional Sharpe ratio.

• The standard time-separable, constant relative risk aversion model with power utility

u(Ct) = (Ct)
1−γ

1−γ and time-varying consumption volatility referred to hereafter as the
consumption-volatility model. In this model, the Sharpe ratio moves over time because of
time-varying consumption volatility,which generates conditional heteroskedasticity in
the pricing kernel, or movements in σt(Mt+1).

• The generalization of the standard power utility model based on Epstein and Zin (1989,
1991) and Weil (1989) (EZW) considered in Bansal andYaron (2004), with stochas-
tic consumption volatility. This model also generates conditional heteroskedasticity
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in the pricing kernel, or movements in σt(Mt+1) as a result of time-varying con-
sumption volatility. We refer to this as the BY-EZW model with stochastic consump-
tion volatility.

The Campbell–Cochrane model is a habit persistence framework in which utility

takes the form u(Ct , Xt) = (Ct−Xt)
1−γ

1−γ , where Xt is the external consumption habit.The

Sharpe ratio predicted by the Campbell–Cochrane model, which we denote SRCC
t , is a

nonlinear function of consumption growth and takes the form

SRCC
t = {eγ2σ2[1+λ(st)]2 − 1}1/2 ≈ γσ[1+ λ(st)], (4.2)

where st is the log of the surplus consumption ratio, defined St ≡ Ct−Xt
Ct

, and λ(st) is the
sensitivity function specified in Campbell and Cochrane. The log surplus consumption
ratio evolves as a heteroskedastic, first-order autoregressive process:

st+1 = (1− φ)s + φst + λ(st)(�ct+1 − g), (4.3)

where g is the mean rate of consumption growth andφ is the persistence of the habit stock.
It is straightforward to compute the implied Sharpe ratio of the Campbell–Cochrane
model by combining (4.2) and (4.3) with data on aggregate consumption.20

In the consumption-volatility model, investors have constant relative risk aversion

utility taking the form u(Ct) = (Ct)
1−γ

1−γ , with u(ct) = log(ct) in the limit as γ → 1. In
this case, the investor’s first-order condition for optimal consumption choice is an Euler
equation relating excess stock returns to the marginal rate of substitution in consumption:

1 = βEt

(
Rst+1

c−γt+1

c−γt

)
, (4.4)

where β is the subjective rate of time preference, Rst+1 is the net return on stocks, and

't+1 ≡ β
c−γt+1

c−γt
is the marginal rate of substitution in consumption. If we assume that

consumption growth is lognormally distributed, we obtain the following approximate
expression for the conditional Sharpe ratio in this model:

EtRst+1 − Rft

σt(Rst+1)
≈ γσt(�ct+1)ρt(�ct+1, Rst+1). (4.5)

This expression says that the conditional Sharpe ratio is proportional to γ , the coefficient
of relative risk aversion. Movements in the Sharpe ratio can be generated by movements
in consumption volatility, σt(�ct+1), or movements in ρt(�ct+1, Rst+1).

20We use the value of s calibrated in Campbell and Cochrane (1999).
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In the BY-EZW model, variation in the Sharpe ratio is also driven by time-varying
stochastic consumption volatility. Bansal andYaron (2004) show that an approximate
relation for the maximum Sharpe ratio (where ρt('t+1, Rst+1) = −1) is

(
EtRst+1 − Rft

σt(Rst+1)

)MAX

≈ a + bσt(�ct+1), (4.6)

where
(

EtRst+1−Rft
σt(Rst+1)

)MAX
denotes the maximum Sharpe ratio, and where the constants

a and b depend on model parameters. Notice that the maximum Sharpe ratio in (4.6)
is therefore closely related to the maximum Sharpe ratio for the consumption-volatility
model, which takes the form

(
EtRst+1 − Rft

σt(Rst+1)

)MAX

≈ bσt(�ct+1),

where b = γ . The constant term a in (4.6) appears as a result of the stochastic volatility
specification in Bansal andYaron (2004). Stochastic volatility allows for shocks to volatility
that are uncorrelated with the consumption innovations.

The Sharpe ratio for the Campbell–Cochrane model is plotted in Fig. 11.3 along with
our estimate of the Sharpe ratio over time. Although Campbell and Cochrane (1999)
show that the model they study does a reasonable job of matching variation in the first
moment of excess returns, Fig. 11.3 suggests that the model produces an unrealistically
small amount of countercyclical variation in the Sharpe ratio. The estimated Sharpe
ratio for excess returns on the CRSP-VW index, SRVW

t , ranges from −0.45–1.76 on a
quarterly basis. By contrast, SRCC

t ranges from 0–0.4.
For the consumption-volatility model, we assume that the conditional correlation,

ρt(�ct+1, Rs,t+1), is −1, and choose risk aversion, γ , to match the mean Sharpe ratio.
We discuss the possible role of time-varying correlations below.Any portfolio that is suffi-
ciently diversified (a mean–variance efficient portfolio) will have ρt(Mt+1, Rs,t+1) = −1,
which in this model implies ρt(�ct+1, Rst+1) = −1. Although a broad stock market
return may not be an efficient portfolio, setting this correlation to one provides a reason-
able benchmark because many asset pricing studies implicitly assume that such an asset is
highly correlated with an efficient portfolio and set this correlation to 1 in undertaking
calibration exercises.21 In addition, this approach allows us to isolate the contribution
of consumption risk in explaining the pattern of variability in the risk-return trade-
off. Thus, the Sharpe ratio we measure for the consumption model in (4.5) is simply γ

21Campbell (2003) and Cochrane (2005) emphasize that this correlation is hard to measure accurately because estimates are sensitive to
data definition, measurement error, the length of the horizon, and data aggregation.
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Figure 11.3 Estimates of the Sharpe ratio from the consumption-volatility model and from the
CRSP-VW Index.
Note: Shading denotes quarters designated recession by the NBER. Gamma refers to the risk aversion scale factor
in the consumption volatility model. Gamma= 92 is the constant coefficient of risk aversion.
Source: Authors’ calculations.

σ̂t(�ct+1), where σ̂t(�ct+1) denotes an estimate of consumption volatility. We denote
the Sharpe ratio implied by this model as

SRCV
t ≡ γσ̂t(�ct+1).

Within the confines of this chapter, it is not possible to investigate the range of possible
econometric techniques for modeling changing volatility in consumption growth. Here,
we make a first-pass at addressing this question by modeling the volatility of consumption
growth as a GARCH process (Bollerslev, 1987). With these estimates of σt(�ct+1) in
hand, we then move on to ask whether the framework in (4.5) is helpful in explaining
the pattern of variability in the Sharpe ratio that we document here.

To ensure that estimates of the conditional variance of consumption growth are non-
negative,we estimate an EGARCH model through maximum likelihood for the volatility
of the innovation of quarterly consumption growth. The EGARCH model takes
the form

�ct = α0 +
3∑

i=1

αi�ct−1 + εt

log
(
σ2

t
) = δ0 + δ1 log

(
σ2

t−1

)+ δ2

∣∣∣∣ εt−1

σt−1

∣∣∣∣+ δ3

(
εt−1

σt−1

)
+ δ′4Xt−1,
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where σ2
t is the conditional variance of εt , and Xt−1 is a vector of predetermined con-

ditioning variables that may influence the volatility of consumption growth. Table 11.6
reports estimates of the parameters αi and δi for four specifications: one with no con-
ditioning variables (column 1); one in which Xt−1 = ĉayt−1 (column 2); one in which
Xt−1 = rs,t−1 − rf ,t−1 (column 3); and one in which Xt−1 = (ĉayt−1, rs,t−1 − rf ,t−1)

′
(column 4).The results suggests that the volatility of consumption growth is not constant
over time; e.g., the coefficient on the GARCH term, δ2, is much larger than its standard
deviation. This result is the same as that found by Piazzesi (2002). We take the expo-
nential of fitted values of log

(
σ2

t
)

from the fourth column as our estimate σ̂2
t (�ct+1).

The square root of these fitted values,
√
σ̂2

t , is our estimate of the conditional standard
deviation, σ̂t(�ct+1), used to compute SRCV

t .
The value of relative risk aversion,γ , that matches the mean Sharpe ratio in our sample

is 92, a large number that illustrates the equity premium puzzle emphasized by Mehra
and Prescott (1985) and Hansen and Jagannathan (1991).22 The focus of this chapter
is not on this unconditional puzzle but on the pattern of variability in the conditional
Sharpe ratio. Nevertheless, the high value for risk aversion required to match the mean
Sharpe ratio underscores an important point, namely that modeling the variance of
consumption growth as time-varying does not by itself help resolve the equity premium
puzzle. Although the results in Table 11.6 imply that there may be some variation in
the volatility of consumption growth, it is quantitatively minuscule when compared to
the variability of SRVW

t . This is evident in Fig. 11.3, which plots the volatility of SRCV
t

along with that of SRVW
t .

For the BY-EZW model, the constants a and b can be chosen freely to match
the mean and volatility of the Sharpe ratio estimated in the data. Given the estimate
σ̂t(�ct+1), an estimate of an unrestricted version of this model’s implied Sharpe ratio is
obtained as

SRBY-EZW
t = a + b̂σt(�ct+1).

In the BY-EZW model, the parameters are restricted by the calibration in their model.
By choosing a and b freely,we ensure that the BY-EZW model fits the first two moments
of the Sharpe ratio and ask how well it then fits the dynamics of the empirical Sharpe
ratio. This model, like the consumption-volatility model, does not match the dynamic
behavior of the empirical Sharpe ratio for the CRSP stock market return.

22The mean Sharpe ratio in our sample is 0.78 on an annual basis, somewhat larger than that typically reported (e.g.,Campbell and Cochrane
(1999) report a Sharpe ratio for log returns of 0.43 in postwar data). As a result, the value for γ needed to match this Sharpe ratio is also
somewhat larger than that typically required of the consumption-based model considered above.The reason is that we compute volatility,
in the denominator, from daily returns and then convert to a quarterly rate. Because daily returns are positively serially correlated, this
number is smaller than the volatility of quarterly or monthly returns. Computing volatility from either of the latter delivers a value for
γ that is closer to 50 rather than the 92 we report above.
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Table 11.6 Maximum likelihood estimates of EGARCH(1,1) model for consumption growth

1 2 3 4

Mean equation

Constant 0.002 0.002 0.003 0.003
(SE) (0.001) (0.001) (0.001) (0.001)

�ct−1 0.319 0.252 0.292 0.295
(SE) (0.076) (0.070) (0.070) (0.071)

�ct−2 0.029 0.064 0.042 0.040
(SE) (0.082) (0.065) (0.078) (0.078)

�ct−3 0.201 0.172 0.181 0.190
(SE) (0.069) (0.068) (0.071) (0.071)

Variance equation

Constant −1.007 −1.487 −1.562 −0.828
(SE) (0.098) (1.153) (0.984) (2.534)∣∣ εt−1
σt−1

∣∣ 0.173 −0.036 0.167 0.168
(SE) (0.079) (0.057) (0.092) (0.112)
εt−1
σt−1

−0.057 0.021 −0.035 −0.043
(SE) (0.089) (0.064) (0.086) (0.086)

σ2
t−1 0.920 1.007 0.866 0.881

(SE) (0.087) (0.026) (0.088) (0.098)

ĉayt−1 −2.301 −0.948
(SE) (2.1364) (2.751)

rt−1 − rf ,t−1 −1.85 −1.675
(SE) (1.269) (1.527)

This table reports estimates from the EGARCH(1,1) model:

�ct = α0 + α1�ct−1 + α2�ct−2 + α3�ct−3 + εt

log(σ2
t ) = δ0 + δ1 log(σ2

t−1)+ δ2

∣∣∣ εt−1
σt−1

∣∣∣+ δ3
εt−1
σt−1

+ δ4Xt−1,

where σ2
t is the conditional variance of εt . The regressors in Xt−1 are as follows: �ct is consumption growth, ĉayt−1 ≡

ct−1 − β̂aat−1 − β̂yyt−1, and rt−1 − rf ,t−1 is lagged excess returns for the CRSP-VW index. Bollerslev–Wooldridge robust
standard errors appear in parentheses beneath the coefficient estimates.The sample runs from the first quarter of 1953 to
the first quarter of 2001.

This can be seen in Table 11.7, which presents summary statistics for the empirical
Sharpe ratio estimated from the data, SRVW

t , the Campbell–Cochrane Sharpe ratio,
SRCC

t , the consumption-volatility Sharpe ratio, SRCV
t , and the BY-EZW model,

SRBY-EZW
t . The table illustrates several aspects of the Sharpe ratio on the U.S. stock

market that these models have difficulty explaining. First,the standard deviation of SRVW
t
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Table 11.7 Summary statistics for sharpe ratios

SRVW
t SRCC

t SRCV
t SRBY-EZW

t

Correlation matrix

SRVW
t 1.00 0.39 0.03 0.03

SRCC
t 0.39 1.00 −0.03 −0.03

SRCV
t 0.03 −0.03 1.00 1.00

SRBY-EZW
t 0.03 −0.03 1.00 1.00

Univariate summary statistics

Mean 0.39 0.23 0.39 0.39
Standard deviation 0.47 0.09 0.08 0.47
Autocorrelation 0.85 0.97 0.86 0.86

SRVW
t is the Sharpe ratio estimated from the CRSP-VW index using conditional mean of the level

of the standard deviation of returns. SRCC
t is the Sharpe ratio implied by Campbell and Cochrane

(1999); SRCV
t is the Sharpe ratio implied by the consumption volatility model where the conditional

correlation of consumption growth and stock returns is set to unity:

SRCV
t = Et(Rt+1)− Rf

t

σt(Rt+1)
= γ σt(�ct+1),

where γ is the constant coefficient of risk aversion and is set equal to 92. SRBY-EZW
t is calculated as

SRBY-EZW
t = Et(Rt+1)− Rf

t

σt(Rt+1)
= a + b σt(�ct+1),

where a and b are chosen to match the mean and volatility of SRBY-EZW
t to the estimated Sharpe ratio

SRVW
t . The statistics are computed for the largest common set of available data for all the variables,

which spans the fourth quarter of 1953 to the fourth quarter of 2000.

is over five times as large as that of either SRCC
t or SRCV

t , reinforcing the notion that
consumption-based models fail to replicate the magnitude of volatility in the risk-return
trade-off. Second, the Campbell–Cochrane Sharpe ratio is too autocorrelated, whereas
the consumption-volatility model produces about the right autocorrelation.Third,SRCC

t
is positively correlated with SRVW

t with this correlation equal to about 0.4. By contrast,
the consumption-volatility model fails miserably along this dimension, displaying a
negative correlation, equal to −0.3 with SRVW

t . By construction, SRBY-EZW
t matches

the mean and volatility of SRVW
t but has the same negative correlation with SRVW

t that
the consumption-volatility model has.That’s because both models are linear functions of
consumption volatility, which itself is negatively correlated with the Sharpe ratio for the
U.S. stock market. This negative correlation is evident in Fig. 11.3, which plots SRVW

t
and SRCV

t over time. These results suggest that time variation in consumption volatility
is unhelpful in explaining observed variability in the risk-return trade-off on broad stock
returns. Consistent with this conclusion, Kandel and Stambaugh (1990) report that
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fitted mean and fitted volatility for five-year returns are both higher in recessions than in
booms, a finding at odds with their estimates of the dynamic behavior of consumption
volatility.

The conclusions so far have been based on calculations in which the conditional
correlation,ρt(�ct+1, Rst+1), is fixed at unity. It is reasonable to ask whether this approach
may be overly restrictive, in that allowing for time variation in the conditional correlation
might help explain the pattern of variability in the Sharpe ratio we observe. InWhitelaw
(2000), e.g., time variation in the Sharpe ratio is generated by time variation in the
conditional correlation,ρt(�ct+1, Rst+1). But a recent empirical study by Duffee (2002)
suggests that times of higher expected excess returns and higher Sharpe ratios on the
U.S. stock market coincide with times of lower correlations of consumption with returns,
not higher as required by (4.5).

Other models of the pricing kernel could produce different results. Barberis et al.
(2001) study an economy in which investors derive utility from consumption and wealth,
and show that this model can replicate persistent time variation in conditional excess
returns. Like the Campbell–Cochrane model, however, the Sharpe ratio they report
ranges from about 0.20 to 0.40 on a quarterly basis, far less than that documented
in Fig. 11.2.23 Alternatively, the pricing kernel could be a function of durable goods
consumption if households have nonseparable utility across durable and nondurable
consumption. Yogo (2006) finds some evidence for conditional heteroskedasticity in
the consumption of durable goods, which could impart empirically relevant conditional
heteroskedasticity into the pricing kernel. An important question for future research is
whether the dynamic behavior of durable goods volatility can help explain the dynamic
behavior of the Sharpe ratio on the U.S. stock market.

The shortcomings of existing equilibrium models documented here are distinct from
those underlying the“equity premium puzzle”of Mehra and Prescott (1985) and Hansen
and Jagannathan (1991). These studies show that standard asset pricing theory fails to
account for the high mean value of the Sharpe ratio. Although those papers focused on
the average value of the Sharpe ratio, we concentrate here on its variation through time.
The evidence presented in this chapter suggests that even our best fitting asset pricing
models have difficulty replicating the observed pattern of variation in the price of stock
market risk and leave a “Sharpe ratio variability puzzle” that remains to be explained.

5. CONCLUSION
There is now a large and growing body of empirical evidence that finds forecastability of
excess equity returns and measures of their volatility. Recent theoretical work in financial

23These statements are based on the numbers reported in Figure 6 of Barberis et al. (2001).
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economics has demonstrated that such forecastability is not necessarily inconsistent with
market efficiency. In particular, stock market predictability can be generated by time
variation in the rate at which rational, utility maximizing investors discount expected
future cash-flows from risky assets.These theoretical advances hold out hope that a unified
framework for rationalizing variation in the risk-return trade-off can be developed.

This chapter reviews what is known about the risk-return relation in the U.S. stock
market. We examine the empirical procedures and results of a large number of studies
that canvass the subject of predictability in stock returns and stock return volatility,
and we assess whether the current state of theoretical knowledge can account for such
predictability.We also present updated empirical evidence on the risk-return relation by
forecasting both the mean and volatility of excess stock market returns.

We draw several conclusions. First, after an extensive review of the statistical issues in
return predictability regressions,we conclude that the historical behavior of the U.S. stock
market cannot be understood without admitting some degree of predictability in excess
returns. The conditional expected excess return on the U.S. stock market varies over
long horizons and is an important contributor to volatility in the Sharpe ratio. Second,
the evidence for changing stock market risk is not confined to high-frequency data;
instead, stock market volatility is forecastable over horizons ranging from one quarter
to six years. Third, distinguishing between the conditional correlation (conditional on
lagged mean and lagged volatility) and unconditional correlation between the conditional
expected excess stock return and its conditional volatility is crucial for understanding
the empirical risk-return relation. In our most general empirical specification, we find
a positive conditional correlation that is strongly statistically significant, whereas the
unconditional correlation is weakly negative and statistically insignificant. Fourth, the
Sharpe ratio for the U.S. aggregate stock market is both countercyclical and highly
volatile, and its dynamic behavior is not well captured by leading consumption-based
asset pricing models, including habit-based models and models based on time-varying or
stochastic consumption volatility. More theoretical work is needed to explain the sheer
magnitude of volatility in the Sharpe ratio, as well as its pattern of dynamic behavior
with the macroeconomy.

APPENDIX: DATA DESCRIPTION
Consumption, Ct
Consumption is measured as expenditure on nondurables and services, excluding shoes
and clothing. The quarterly data are seasonally adjusted at annual rates, in billions of
chain-weighted 1996 dollars. The components are chain-weighted together, and this
series is scaled up so that the sample mean matches the sample mean of total personal
consumption expenditures. Our source is the U.S. Department of Commerce, Bureau
of Economic Analysis.
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After-Tax Labor Income, Yt
Labor income is defined as wages and salaries+ transfer payments+ other labor
income− personal contributions for social insurance− taxes.Taxes are defined as [wages
and salaries/(wages and salaries+ proprietors’ income with IVA and Ccadj+ rental
income+ personal dividends+ personal interest income)] times personal tax and nontax
payments, where IVA is inventory valuation and Ccadj is capital consumption adjust-
ments. The quarterly data are in current dollars. A real per capita series is created by
dividing by a measure of the population and the price deflator listed below. Our source
is the Bureau of Economic Analysis.

Population

A measure of population is created by dividing real total disposable income by real per
capita disposable income. Our source is the Bureau of Economic Analysis.

Wealth, At
Total wealth is household net worth in billions of current dollars, measured at the
end of the period. Stock market wealth includes direct household holdings, mutual
fund holdings, holdings of private and public pension plans, personal trusts, and
insurance companies. Nonstock wealth includes tangible/real estate wealth, nonstock
financial assets (all deposits, open-market paper, U.S. Treasuries and Agency securities,
municipal securities, corporate and foreign bonds, and mortgages), and also includes
ownership of privately traded companies in noncorporate equity and other. Sub-
tracted off are liabilities, including mortgage loans and loans made under home equity
lines of credit and secured by junior liens, installment consumer debt, and other.
Our source is the Board of Governors of the Federal Reserve System. A complete
description of these data may be found at http://www.federalreserve.gov/releases/Z1/
Current/.

Price Deflator

The nominal after-tax labor income and wealth data are deflated by the personal con-
sumption expenditure chain-type deflator (1996 = 100),seasonally adjusted. In principle,
one would like a measure of the price deflator for total flow consumption here. Since
this variable is unobservable,we use the total expenditure deflator as a proxy. Our source
is the Bureau of Economic Analysis.

Excess Returns, rt+1 − rft
Excess returns are returns to the CRSP value-weighted stock index, less than the
3-month treasury bill yield. Our sources are the Center for Research in Securities Prices
and the Board of Governors of the Federal Reserve System.
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CRSP Dividend-Price Ratio, dt − pt
The CRSP dividend-ratio is calculated as the log ratio of CRSP dividends to the price
level of the CRSP value-weighted stock index (imputed from CRSP-VW returns,
including dividends). Our source is the CRSP.

Default Spread,DEFt
The default spread is the difference between the BAA corporate bond rate and the AAA
corporate bond rate. Our source is the Moody’s Corporate Bond Indices.

Relative Bill Rate,RRELt
The relative bill rate is the three-month treasury bill yield less its four-quarter moving
average. Our source is the Board of Governors of the Federal Reserve System.

Term Spread,TRMt
The term spread is the difference between the 10-year treasury bond yield and the three-
month treasury bill yield. Our source is the Board of Governors of the Federal Reserve
System.

Commercial Paper Spread,CPt
The commercial paper spread is the difference between the yield on six-month commer-
cial paper and the three-month treasury bill yield. Our source is the Board of Governors
of the Federal Reserve System.

One-Year Treasury Bill Yield,TB1Yt
Our source for the one-year treasury bill yield is the Board of Governors of the Federal
Reserve System.
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